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Abstract. How individuals manage, organize, and complete their tasks is central to op-

erations management. Recent research in operations focuses on how under conditions of
increasing workload individuals can decrease their service time, up to a point, to complete
work more quickly. As the number of tasks increases, however, workers may also manage
their workload by a different process—task selection. Drawing on research on workload,
individual discretion, and behavioral decision making, we theorize and then test that
under conditions of increased workload, individuals may choose to complete easier tasks
to manage their load. We label this behavior task completion preference (TCP). Using six
years of data from a hospital emergency department, we ﬁnd that physicians engage in
TCP, with implications for their performance. Speciﬁcally, TCP helps physicians manage
variance in service times; however, although it initially appears to improve shift-level
throughput volume, after adjusting for the complexity of the work completed, TCP is
related to worse throughput. Moreover, we ﬁnd that engaging in easier tasks compared
with hard ones is related to lower learning in service times. We then turn to the laboratory
to replicate conceptually the short-term task selection effect under increased workload and
show that it occurs because of both fatigue and the sense of progress individuals get from
task completion. These ﬁndings provide another mechanism for the workload-speedup
effect from the literature. We also discuss implications for both the research and the
practice of operations in building systems to help people succeed.
History: Accepted by Serguei Netessine, operations management.
Supplemental Material: The online appendix is available at https://doi.org/10.1287/mnsc.2019.3419.
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In the past the man has been ﬁrst; in the future the system
must be ﬁrst. This in no sense, however, implies that great
men are not needed. On the contrary, the ﬁrst object of any
good system must be that of developing ﬁrst-class men.
(Taylor 1911, p. 2)1

As Taylor’s quote above notes, people are different
from the inanimate objects, such as inventory or machines, upon which the ﬁeld of operations often focuses
its attention. People can develop, or change, as a result of
the system in which they operate. Individuals respond to
stimuli and alter their behavior—to improve (or not)
performance. The individuals’ role in operations grows
more central as we see an ongoing increase in service
and knowledge operations where humans’ ability to
learn and adapt often serves as a primary source of
competitive advantage.
One of the early ﬁndings within the people-centric
operations literature was that the rate at which individuals work is not exogenously determined (Schultz
et al. 1999). Using multiple settings within healthcare,
KC and Terwiesch (2009) show that service rates are
endogenous to load. Multiple papers have built on this
ﬁnding to show how load alters behavior in an operating system (Staats and Gino 2012, Green et al. 2013,

1. Introduction
Since its roots in the scientiﬁc management movement that arose in response to the operational complexity of the Second Industrial Revolution, operations
management has sought to improve system design to
better match supply to demand (Smiddy and Naum
1954). Throughout the 20th century, that meant improving the structure of work, such as better scheduling, superior models for inventory, or enhanced call
routing (e.g., Zipkin 2000, Gans et al. 2003, Pinedo
2012). With few exceptions, such as Wickham Skinner’s
work (Hayes 2002), when people were considered
in these models, they were treated as ﬁxed entities
to manipulate.
1
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Tan and Netessine 2014, Kim et al. 2015, Kuntz et al.
2015, Berry Jaeker and Tucker 2017). A key assumption
in this work is that as individuals experience more
load, they choose to work faster in the short term,
although this speeding up may negatively impact longterm performance.
In this paper we offer a different explanation as to
why performance may improve as workload increases:
task selection. Recent work in people-centric operations
has highlighted that individual discretion—a person’s
decision about how to alter her work—may have
important operational consequences (van Donselaar
et al. 2010, Campbell and Frei 2011, Kim et al. 2015,
Phillips et al. 2015, Freeman et al. 2017). In this paper
we build on this work considering discretion, to examine whether individuals alter their task selection
when workload increases. We propose that people
show a task completion preference (TCP) by choosing easier tasks (tasks that can be completed in a
shorter amount of time and require less cognitive
effort) over difﬁcult ones under states of higher workload compared with states of lower workload. We
consider whether this affects both short- and longterm productivity.
To examine our research questions, we rely on data
both from the ﬁeld and from the laboratory. With
respect to the former, we investigate an important
setting, emergency medicine. We analyze six years of
data—more than 230,000 patient encounters—from a
major metropolitan hospital. With detailed data, we
are able to reconstruct the load of the system, as well
as the available patients for pickup, at time of pickup.
Thus, as econometricians we see the same information that the doctor saw when she made her patient
pickup decision. We then analyze both the short-term
and the longer-term impact on operational productivity.
To further study the individual decision-making
process, we turn to controlled experiments. Coupling
the laboratory with ﬁeld data permits us to conceptually replicate a key ﬁnding and understand the
mechanism by which it occurs. People-centric operations studies are increasingly combining these approaches (e.g., Buell et al. 2017, Staats et al. 2018).
In both the laboratory and the ﬁeld, we ﬁnd that, on
average, people show a task completion preference as
load increases. In other words, we ﬁnd that when the
level of workload increases, workers systematically
select easier tasks over difﬁcult tasks, exhibiting TCP.
This is meaningful because we know that how individuals manage and process their workload has
major implications for the performance of workers
in the modern workplace. Using the laboratory, we
examine the mechanisms by which task completion
impacts performance. We ﬁnd that stress does not
mediate the relationship; however, both fatigue and a
sense of progress do. In other words, workers may
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take on simpler tasks when they get tired (an effect
our ﬁeld data support). In addition, under load, it
makes workers feel good to complete the tasks, even if
the tasks are easy.
However, we ﬁnd that the strategy of selecting easier
tasks may be misleading. In the immediate short term,
a single shift, picking easier tasks is associated with a
higher throughput volume (total patients seen during
the shift); easier tasks are completed quicker than more
difﬁcult tasks. Moreover, TCP appears to offer temporary relief during high-workload periods, reducing overall task completion time variation. By picking up easier cases when workload increases, a TCP
strategy prevents the overall task completion times
from signiﬁcantly increasing during periods of
high workload.
Despite these beneﬁts, further analysis suggests that
TCP’s impact on performance is more complex. First,
TCP may not actually improve shift-level throughput
volume. When we move from counting patients
processed to a complexity-adjusted measure (relative
value units, or RVUs; see Section 3.4 for more details),
we ﬁnd that TCP leads to lower shift-level RVUs.
Moreover, when we examine performance over time,
we ﬁnd that greater cumulative volume in hard cases
is related to decreased service times and higher RVUs
per patient (i.e., learning). Thus, by following a TCP
performance strategy, one’s long-term productivity
may be compromised.
Overall, our study is the ﬁrst to make several unique
contributions to the literature. First, we provide evidence of task completion preference in task selection.
In so doing, we provide a new potential explanation
for why increased workload might appear to improve immediate performance—people select easier,
quicker tasks. Second, we ﬁnd that this strategy does
help manage variation in service times during a shift.
Third, we show that if one just considers the number of tasks completed, then TCP improves the
throughput volume within a shift. However, when we
adjust throughput volume for complexity, and so
instead consider a more appropriate measure that
captures the actual work being done, we ﬁnd that
selecting easier tasks is related to worse throughput
volume performance. Although workers may think
they are improving system performance, seeing as
easier tasks are completed quicker than more difﬁcult
tasks, this is not the case when one accounts for the
underlying work completed. Fourth, we ﬁnd that
learning is compromised when individuals pursue a
TCP strategy. We show that completing more difﬁcult
tasks is related to learning improvement (in service
time reductions and RVU increases) compared with
completing simpler tasks. Finally, as a part of these
models, we show the mechanisms through which
completion beneﬁts performance—fatigue and the
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positive feelings that accrue as work is ﬁnished. These
contributions have important implications for the
design and organization of work and for managing
and evaluating worker productivity more broadly.

2. Hypothesis Development
2.1. Literature Review
In this paper we bring together three streams of work.
The ﬁrst is the operations literature on capacity sizing
and server scheduling (e.g., Crabill 1972, Stidham and
Weber 1989, Pinedo 2012). This literature covers a
wide variety of different problems, including allocating capacity (Green et al. 2006), sequencing work
(Gerchak et al. 1996), and scheduling service appointments (Bassamboo and Randhawa 2016). KC
and Terwiesch (2009) contribute to this literature by
identifying that individual service rates that were
often treated as ﬁxed and exogenous were, in fact,
endogenous and varying to load. In addition, KC and
Terwiesch (2009) also show that although service
rates initially increase with higher levels of load, they
then can decrease when this load is maintained for a
long period of time.
The ﬁeld has built signiﬁcantly on this paper. For
example, Tan and Netessine (2014), drawing on the
speed-quality trade-off literature (Hopp et al. 2007,
Debo et al. 2008, Anand et al. 2011), hypothesize that as
workload increases, individuals alter not only the speed
of the service that they offer but also the quality of the
service. Using a sample of restaurant servers, the authors
ﬁnd an inverted U-shaped relationship between workload and meal duration as servers adjust service quality
to maximize overall revenue. Kuntz et al. (2015) add
to the literature by focusing on quality as an outcome.
Using hospital data, they ﬁnd that when workload
exceeds a tipping point (92.5% in their data) then inhospital mortality increases. Also, examining hospital data, Berry Jaeker and Tucker (2017) ﬁnd that past
a certain level of system congestion, patient length of
stay increases as the patients left in the system have
high demands. Other papers have considered the role
of workload, for example, in intensive care admissions’ decision (Kim et al. 2015) and emergency department service times (Batt and Terwiesch 2017). We
contribute to this literature as we are to our knowledge the ﬁrst to consider, directly, the role of individual task selection in the workload-speedup effect.
Second, our work builds on literature that studies
worker discretion in operating systems. Much of the
traditional scheduling and routing literature has
taken for granted that once a schedule is set, then it is
executed. This is perhaps true for machines but rather
less so for humans who have task discretion—the
ability to select their next task. Discretion has been
examined from several perspectives in operations,
including the routing decision (Shumsky and Pinker
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2003, Saghaﬁan et al. 2014, Freeman et al. 2017), capacity allocation (Kim et al. 2015), the trade–off between speed and quality (Hopp et al. 2007, Anand
et al. 2011, Powell et al. 2012), whether to work in a
dedicated versus a pooled queue (Song et al. 2015),
and the determination of processing times with different inventory levels (Schultz et al. 1998, 1999).
The literature has found that worker’s discretion—
whether in the examples in the prior sentence or the
workload examples in the previous paragraph—has
an impact on operational outcomes. For example,
Ibanez et al. (2018) ﬁnd that radiologists reorganize
their work queue, often to choose the shortest task
in their queue or to select a task that is similar to
the previously completed task, but that in so doing,
performance worsens. We contribute to this research
by further unpacking the role of discretion in operating systems. Our work is most similar to Ibanez
et al. (2018), but whereas they look at how individuals sequence tasks given a preassigned workload,
we consider how different workload conditions lead
individuals to self-select tasks from a larger set of
available tasks, thereby varying the overall work that
gets completed. In addition, we consider not only
the short-term effects of the choice but also the longterm effects.
Finally, we build on work that examines how individuals deviate from rational agent decision models.
Both Bendoly et al. (2006) and Gino and Pisano (2008)
provide literature reviews. Suboptimal decision making has been shown in many areas such as forecasting
(Kremer et al. 2011), contracting (Davis et al. 2014),
and inventory management (Schweitzer and Cachon
2000). Most related to our work is Amar et al. (2011),
who show that individuals pay back smaller, lowerinterest debts, rather than portions of larger, higherinterest debts, to “complete” the smaller debts. We
contribute to this work by suggesting that individuals
discount task complexity and focus on task completion under increased workload. We study operational
tasks and so both identify the task completion preference and explore mechanisms that may drive the
effect. We now motivate our hypotheses.
2.2. Task Selection and Physician Workload
Our ﬁrst research question asks whether people are
more likely to alter their task selection, selecting easier
tasks, when they encounter high levels of workload
rather than low. Prior to answering this, we make two
important points. First, we consider what type of task
someone chooses, conditional on choosing a task. In
other words, a third option that we do not examine is
the decision to take on no additional work. Second, one
could study different types of workload: individual
or system. We consider the individual’s workload, as
this is the work for which she is directly accountable.
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This is also consistent with prior literature (e.g., KC
et al. 2020).
On the one hand, high workload may be related to
greater cognitive engagement, leading the worker to
enter a state of “ﬂow” (Csikszentmihalyi 1996). Being
in a state of engagement is desirable and motivating
for the individual worker; workers in a state of ﬂow
are more likely to continue to challenge themselves
with difﬁcult tasks over the duration of their work
period to remain in that state (see also, e.g., Hackman
and Oldham 1976 and Grant et al. 2010).
However, on the other hand, there are four theoretical reasons to posit that workers select easier tasks
when workload is higher. First, people seek to make
progress in their work. Completing work makes
people feel good (Amabile and Kramer 2011). Individuals anticipate this positive feeling, and it may
motivate them to work harder and seek the experience
again (Weick 1984). Moreover, as noted by the goal
gradient hypothesis, individual motivation increases
as goal completion draws near (Heilizer 1977). Kivetz
et al. (2006) ﬁnd that customers at a coffee shop who
are given a free coffee card with 2 out of 12 stamps
already punched ﬁll their card quicker than those
given a card requiring 10 stamps (with zero punched).
Deo and Jain (2019) and Chan (2018) both ﬁnd that
healthcare providers work faster near the end of
their shift.
A sense of progress may impact individual’s baseline task selection. When choosing between multiple
tasks, individuals may choose the easiest to make
progress toward their overall goal. Ibanez et al. (2018)
show that one reason radiologists change the task
order in their queue is to select the shortest task.2 Here,
we are interested in how task selection changes with
workload. We hypothesize that a focus on completing tasks is ampliﬁed with increasing workload.
As people experience higher levels of workload, the
desire for progress may increase as a need to alleviate
the burden of the load. Higher workload taxes cognitive resources, and so to compensate for this effect,
individuals choose easier tasks.
The second reason that individuals may focus on
task completion is fatigue. As individuals tire, performance may suffer. For example, Dai et al. (2015)
ﬁnd that as caregivers get further into their shifts, they
are less likely to comply with standard processes, such
as hand hygiene. In our paper, this suggests that as
workload increases and individuals grow fatigued,
then they may be more likely to choose easier tasks that
can be completed with less effort.
Third, individuals may focus on task completion
because of stress. When the amount of work to complete increases, individuals may feel more anxiety or
stress. Prior work shows that anxiety changes how
individuals view their position—namely, they view
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the situation as more of a threat (Staw et al. 1981).
With this change in perspective, individuals restrict
their information processing and use simpler rules
to decide which task to select next. As a result, they
may select easier tasks to offset the increasing stress
from workload.
Finally, individuals may choose to prioritize task
completion for operational reasons. One common
heuristic taught to practitioners is that to minimize mean
throughput time, one should complete the shortest task
ﬁrst (Cachon and Terwiesch 2009). Though an individual may choose to follow this rule at any point, as
workload increases, overall ﬂow times grow more
salient and so individuals may default to this rule. As
a result of these factors, we hypothesize the following.
Hypothesis 1. People are more likely to select easy tasks than

harder tasks when they are confronted with a high versus
low workload.
2.3. Mechanism of Task Completion Preference
As our second hypothesis, we turn to the potential
mechanism that may drive the effect. Above, we
highlighted four possible mechanisms: (1) sense of
progress, (2) fatigue, (3) stress, and (4) operational
concerns. Here, we focus on the three psychological
mechanisms. Prior work talks about all three and does
not specify which may drive the effect. It is plausible
that multiple could, or alternatively, one could dominate.
Therefore, we offer each as an independent hypothesis.
Hypothesis 2A. People are more likely to select easy tasks

than harder tasks when facing a high versus a low workload
because it gives them a sense of progress.
Hypothesis 2B. People are more likely to select easy tasks

than harder tasks when facing a high versus a low workload
because of fatigue.
Hypothesis 2C. People are more likely to select easy tasks

than harder tasks when facing a high versus a low workload
as a result of stress.
2.4. Performance Consequences of Task
Completion Preference
We now turn to the performance consequences of
selecting easier tasks. To answer the question in this
context, it is necessary to ﬁrst specify the performance
metric. To permit us to account for the fact that a
physician is managing multiple cases simultaneously
and may trade off his or her focus across these
cases (KC 2013), we consider shift-level throughput
volume—the number of cases completed during the
shift. Not only is this measure operationally appropriate, but it allows us to consider the short-term
effect of a choice as a shift captures no more than a
day (a length of time used previously in the literature
to capture the short term; e.g., Staats and Gino 2012).
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How then will selecting easier tasks when workload increases relate to shift-level throughput (in
terms of task completion)? Whether it is done for
psychological or operational reasons, the expectation
is that choosing the easier task will result in quicker
service times, helping to manage the workload. As
noted above, completing tasks offers motivational
beneﬁts that may translate to a general speeding-up
effect and thus a completion of more work. Moreover,
if one is tired and stressed, then selecting easier tasks
may create an opportunity to keep going where a
difﬁcult task might stymy progress. Eventually, this is
an empirical question, but given this logic, we hypothesize the following.
Hypothesis 3. Selecting easy tasks over hard tasks when

workload increases improves shift-level throughput volume.
Selecting easier tasks may also offer shift-level beneﬁts
in managing variability. Variability in service processing
rates can negatively impact the performance of queuing systems (e.g., see Cachon and Terwiesch 2009). As
such, variability reduction through strategies such as
demand smoothing, processing time standardization,
and product variety limits are widely studied in operations management. TCP may also be such a strategy.
Under conditions of increasing workload, a worker
is spread thin, dividing limited time and cognitive
resource across competing activities. Also, the dependence on other constrained resources (e.g., physical equipment, space, and personnel) may worsen
service rates. We know from basic queuing theory that
as utilization increases, service time increases dramatically. This means that when a difﬁcult case (which
already takes longer) is selected, the effects of queuing
are further compounded. Therefore, by selecting an
easy case next, the worker can prevent the disproportionate increase in the service time. In other words,
TCP uses the convex service-time–utilization relationship to prevent dramatic increases in service time.
Thus, the fact that task completion preference leads to
a more uniform service time distribution is an interesting, and potentially unintended, positive side
effect. Finally, workers who are fatigued may take
longer to complete assigned tasks. As such, taking on
easier tasks during periods of high workload would
constitute a form of demand smoothing, where the
worker matches periods of low processing capacity
availability with less onerous tasks. Overall, we postulate that TCP as an adaptive behavior may smooth
demand, and so we hypothesize the following.
Hypothesis 4. As workers select a greater number of easier

tasks when they have higher workload, they have lower variability in processing times during a shift.
Selecting an easy task over a hard task may improve
the short-term throughput volume and help manage
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variability with increased workload, but it also may
lead to longer-term consequences. Here, we consider
the implications of a workload-driven choice between
easier and harder tasks. In other words, over extended
periods when individuals may have gained easy or
hard experience, some of which is attributed to TCP,
how does it affect performance?
Experience and its effect on performance and choices
has received signiﬁcant attention in the operations
literature (Lapré and Nembhard 2010, Bolton et al.
2012, KC and Staats 2012, Arlotto et al. 2014). Usually,
experience is beneﬁcial, as people accrue experience they learn and improve, although experience
can lead to suboptimal choices (Staats et al. 2018).
Recent work on experience highlights that not all experience is created equal, and some experience may
be more beneﬁcial for performance and learning
(Huckman et al. 2009, Narayanan et al. 2009, Staats
and Gino 2012).
The underlying arguments in this work suggest that
harder tasks might hold more learning content than
easier ones. Learning from experience is premised on a
learning curve—with repeated experience, an individual improves at a task (Lapré and Nembhard
2010). Some improvement comes from learning a
routine, but much of it comes from learning the intricacies of the task. Moreover, theoretical research on
learning (Zangwill and Kantor 1998) suggests that
overall learning curves are made up of many smaller
learning curves. Thinking in this way helps one see
that learning curves for harder tasks involve many
subtasks. By focusing on hard tasks, an individual may
beneﬁt from learning opportunities, gaining new skills
or challenging herself to think deeply on a topic. Interestingly, decision-making research suggests that if
individuals focus on subgoals, such as executing easy
tasks to keep the system moving, then they may keep
their focus there and not reallocate their attention to
the broader goals—either harder tasks or learning,
more generally (Heath et al. 1999, Amar et al. 2011).
Thus, we hypothesize the following.
Hypothesis 5. Over time, cumulative experience with hard

tasks will improve service time more than cumulative experience with easier tasks.
We now turn our attention to testing our hypotheses. We ﬁrst go to the ﬁeld to examine whether individuals exhibit a task completion preference by
choosing easy tasks over hard tasks under increased
workload (Hypotheses 1 and 2B) and then the shortterm throughput volume and variability (Hypotheses 3
and 4) and long-term productivity (Hypothesis 5)
implications. We then go into the laboratory to replicate conceptually the TCP ﬁnding (Hypothesis 1)
and investigate the potential mechanism (Hypotheses 2A–2C).
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3. Study 1: Task Selection and a Focus on
Completion in the Field
In this study we investigate whether task completion
preference is exhibited by knowledge workers in
the workplace. We speciﬁcally look at the task selection behavior of physicians in the emergency department (ED) of a hospital and examine the opera
tional implications.
The ﬁeld setting provided by the ED offers several
key features that enable our study. First, the arrival of
patients to the ED is an inherently random occurrence.
The random arrival of patients to the ED means that a
mix of patients available for pickup and processing is
exogenous to the existing workload of the ED and of
individual physicians. Second, random patient arrivals
and a queue of tasks waiting to be processed mean that
we observe varying levels of offered physician workload, which we can use to identify the task selection
effect. Third, the time taken by the physician to process a patient, which is the time elapsed between
picking up and discharging the patient, is clearly deﬁned. Finally, we are able to track the performance of
individual physicians over long periods of time to
assess learning from experience.
We posit that processing time can be broken into two
sets of underlying drivers, patient-speciﬁc factors and
physician-speciﬁc factors. In the ED context, easy tasks
correspond to treating patients with lower acuity
levels. We postulate that under increased levels of
workload, physicians are more likely to pick up lowacuity, rather than high-acuity, patients, consistent
with a task completion preference. We also postulate
that in the short term (deﬁned at the level of a
physician-shift), the patient throughput volume increases because of TCP, corresponding to short-term
productivity gains. In the long term, we hypothesize
that taking on easy patients is associated with lower
productivity, as measured by the time taken to treat
and discharge patients.
3.1. Setting
The ﬁeld study context is the medium-sized ED of an
East Coast metropolitan hospital that treats a sizable
volume of patients each year. Patients arrive unscheduled to the ED. Upon arrival, a patient is seen by
the triage nurse, who evaluates the patient’s condition, determines the triage acuity level based on an
Emergency Severity Index Score (ESI scores range
from 1 to 5, with 1 being the most severe), notes the
chief complaint for the patient, and creates an electronic record and a physical folder for the patient. The
patient’s electronic record is then placed in a virtual
queue to be processed by a physician, who is specialized in emergency medicine. At any point in time,
there are a number of physicians in the ED, each of
whom uses a computer terminal for monitoring the
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queue, picking up new patients, and providing updates to the clinical record upon treatment. Physicians continuously monitor the queue to pick up
new patients when not attending to existing patients.
The service process for a patient begins once she is
picked up by a physician. The patient service process
involves several key events, including evaluating the
patient’s medical record, physically examining the patient, gathering medical information, ordering tests and
procedures, and discharging the patient from the ED.
At any point, a physician is often responsible for more
than one patient in the ED. The number of patients that
a physician concurrently manages may vary signiﬁcantly over the course of the shift. This change in physician workload is used to explain the physician’s choice
of whether to pick up an easy or a difﬁcult patient.
3.2. Data Description
We assembled our data from the emergency department for ﬁscal years 2005–2010 involving over 233,000
distinct patient encounters treated by 84 providers.
Our data include patient-level visit information, as
well as physician-level and ED-level factors. Most
important, we observe the unique patient-physician
pair for each patient in the ED, meaning we know the
speciﬁc physician who treated an individual patient.
This information thus allows us to examine the service encounter of each patient, as well as the productivity of each physician.
With our data set we can estimate productivity. We
observe the time (tpickup,i,j) a patient j is picked up by
physician i and when she is discharged (tdischarge,i,j).
This is the time that a patient is under the care of a
given physician (physician assignment period) and is
simply the difference between the instant the patient
is assigned and the instant that she is discharged from
the care of the ED physician. This time in service is
denoted as the service time (SvcTimeijt) for patient j
treated by physician i beginning at time t, where
SvcTimeijt = tdischarge,i,j – tpickup,i,j.
For each patient who presents in the ED, we observe several clinical variables, including the patient’s
acuity level, which is used to categorize the patient as
easy or difﬁcult. There are ﬁve ESI levels of acuity
(1–5). To facilitate the analysis and to offer a comparison with Study 2, we dichotomize the acuity score
into two groups: [1, 2] = difﬁcult and [3, 4, 5] = easy.
This deﬁnition of easy versus difﬁcult is based on
discussions with ED physicians and triage nurses,
who suggested that a cutoff above and below ESI level
of 3 represents the most natural binary demarcation.
As additional tests of robustness (see the online appendix), we consider a cutoff at ESI level of 4, as well
as an alternative deﬁnition of easy versus difﬁcult
based on the chief complaint of the patient. We ﬁnd
that 50.3% of the patients are low-acuity patients, and
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the average service time is 3.85 hours (with a standard
deviation of 1.85 hours). Also, we observe various
sources of patient-level heterogeneity, including age;
gender; race; payment status; means of arrival; and
temporal variables including time of treatment, day of
week, and month of year. The average patient age is
36, but there is signiﬁcant variation. Approximately
half (48%) of the patients are female.
For each patient visit, the chief complaint is recorded. However, this variable is recorded as a free-text
ﬁeld and therefore unusable in its raw form. We utilize
the Clinical Classiﬁcation Software3 (the CCS score),
which codiﬁes the patient’s primary medical concern
into one of 250+ distinct clinical classiﬁcations. We
also observe the RVU, or relative value unit, associated with a given patient. RVUs are designed to capture
the amount and difﬁculty of work completed (which is
the basis for using RVUs for reimbursement). Speciﬁcally, the RVU is a measure of the physician’s work
associated with the care of a given patient, and it takes
into account the physician’s time, as well as clinical
and technical judgment, effort, and skill, with physician work being the largest component of RVUs.4
RVUs are used by payers, including Medicare, to
reimburse physicians for services rendered. As such,
RVUs allow us to examine the implications of TCP on
complexity-adjusted productivity. The average RVU
is 5.82 units per encounter.
Our operational data allow us to construct a time
series for the number of patients under the care of a
given physician at a speciﬁc point in time (denoted as
PhyLoadit). Speciﬁcally, once a patient is picked up by
physician i at time t, the level of workload for that
physician is increased by 1. Similarly, at the instant a
patient is discharged, the level of workload decreases
by 1. In other words, the physician’s workload remains constant until either a pickup or discharge
event occurs. The physician load at time t+∆t is obtained after accounting for the number of patients
picked up (pickupst+∆t) and discharged (dischargest+∆t)
by physician i between t and t+∆t as PhyLoadi,t+∆t =
PhyLoadi,t + pickupsi,t+∆t – dischargesi,t+∆t. To account
for the mix of easy and difﬁcult cases in a physician’s
workload, we create a measure called PhyCasemixit,
which is deﬁned as the number of easy cases divided
by the total number of patients under the care of
physician i at time t; PhyCasemixit is therefore the
fraction of easy cases that comprise the physician’s
workload. In addition to the resources of the attending
physician, in-process patients (those who already
picked up by any physician) also consume the common resources of the hospital such as nurses, room
and hallway bed space, and centralized laboratory
testing facilities and clinical specialists. To control for
the workload on the system, we deﬁne a variable,
System Loadt, which is the collective workload that is
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being processed by physicians. As with the individual
physician workload, system load is incremented by 1
each time any physician picks up a patient and is
reduced by 1 each time any patient is discharged from
the ED. Speciﬁcally, the system load at time t+∆t is
obtained after accounting for the number of patients
picked up (pickupst+∆t) and discharged (dischargest+∆t)
by in ∆t as System Loadt+∆t = System Loadt + pickupst+∆t –
dischargest+∆t. In addition to the patients that have
already been assigned to physicians, there is a queue
of patients who have arrived and need to be picked
up. We deﬁne this volume of patients who are waiting
as the waiting load (WaitLoadt). Similarly, the case mix
of waiting patients (WaitCasemixt) is deﬁned as the
number of easy patients divided by the total number
of patients who have yet to be picked up at time t.
Finally, our data include the number of ED physicians
(NumPhysicianst) working in the ED at time t.
Table 1 provides summary statistics. We ﬁnd that
the system load in the ED is 23.95. However, there is
signiﬁcant variability as indicated by the high standard
deviation. The average physician workload is 5.1 patients, and the standard deviation is 3.4 patients.
Our primary objective is to examine physician pickup
behavior as a function of physician workload. Specifically, at any given point in time, there is a set of patients
in the waiting area, with both high and low levels of
acuity. Our data allow us to consider the set of patients
available for physician pickup at any point in time. At
various times, individual physicians have different
levels and case mixes of workload, and this may impact
the physician’s decision to pick up an easy or a more
acute patient. By combining the system- and physicianlevel factors with the patient clinical considerations, we
have a comprehensive data set that allows us to analyze
the service encounter, selection activity, and productivity for every single physician in the ED.
3.3. Empirical Speciﬁcations
The empirical speciﬁcations that we develop below
allow us to estimate the pickup behavior, the resulting
short-term and long-term productivity, and variability
of outcomes of ED physicians.
3.3.1. Physician Task Selection. This subsection pres-

ents our empirical model of physician choice. Our
approach uses the physician choice of patient to pick
up (i.e., revealed preference) as well as physician,
patient, and emergency department characteristics to
examine the drivers of physician behavior. At any
given time t, physician i can choose to pick up either an
easy patient (EASYj = 1) or a difﬁcult patient (EASYj = 0)
from the set of patients available in the waiting area.
We examine the physician’s choice using a logit
model. In particular, we are interested in the effects of
the physician’s workload on the choice of type of
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1.00
1.00
0.79

patient selected. Under the logit speciﬁcation, the
probability that physician i chooses patient j at time
t is given by
Prit (EASYj )

1.00
−0.60
−0.32

15

eαi +τt +X j β+Zt γ+θPhyLoadit +δPhyCasemixit +Φ Fatigueit
 ∑ α +τ +X β+Z γ+θPhyLoad +δPhyCasemix +Φ Fatigue ,
i
t
j
t
it
it
it
ijt e

1.00
−0.02
0.001+
0.03
−0.01
0.008+
0.00

1.00
−0.17
−0.30
0.95
−0.63
−0.33

1.00
0.60
−0.19
0.05
−0.02

1.00
−0.31
0.16
0.07

(1)

Notes. N = 233,880. All the correlations are statistically signiﬁcant at the 5% level unless indicated otherwise (+).

1.00
0.74
0.00
0.00+
0.06
0.01+
−−0.02
0.00
1.00
0.39
0.27
−0.02
−0.02
0.24
−0.01
0.04
0.05
1.00
0.29
0.07
0.05
−0.26
0.51
0.79
−0.25
0.11
0.05
1.00
−0.06
0.03
0.01
−0.01
0.01
0.00
−0.02
0.00
0.02
0.06
1.00
0.02
0.04
−0.01
−0.02
−0.01
−0.02
0.03
0.04
−0.02
0.02
0.01
1.00
0.02
−0.03
0.01
−0.10
−0.07
−0.02
−0.07
0.03
0.01
−0.07
0.05
0.02
1.00
0.09
0.05
0.12
0.11
−0.08
−0.15
−0.11
0.04
0.07
0.05
0.03
−0.06
−0.02
1.00
−0.03
−0.10
−0.01
−0.03
−0.15
0.07
0.05
0.01
0.65
−0.15
−0.21
0.69
−0.42
−0.23
0.50
1.85
7.25
0.50
21.02
10.18
3.42
3.82
12.34
0.33
1.50
6.12
0.35
0.99
1.44
1.00
3.63
2.91
0.00
34.00
24.00
4.00
1.00
0.00
0.59
2.00
13.00
0.60
0.57
1.54
0.50
3.85
5.82
0.47
36.02
23.95
5.14
2.41
5.37
0.49
2.54
13.68
0.51
0.95
1.81
EASY
SvcTime
RVU
Female
Age
SystemLoad
PhyLoad
Fatigue
FatigueRVU
PhyCasemix
NumPhysicians
WaitLoad
WaitCasemix
ExpDiff (’000s)
ExpEasy (’000s)
l.
2.
3.
4.
5.
6.
7.
8.
9.
10.
11.
12.
13.
14.
15.

Mean

Table 1. Summary Statistics

Med.

sd

1

2

3

4

5

6

7

8

9

10

11

12

13

14
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where αi is the ﬁxed effect for physician i, and our
identiﬁcation is therefore driven by intraphysician
variation over time. Let τt be a vector of temporal
controls that account for seasonality, including the
hour of day, day of week, month of year, and year. Let
Xj be a vector of patient-level controls observable by
the physician prior to patient pickup. Given the diagnostic nature of the ED visit, detailed information
on the patient’s condition is determined after the
patient is evaluated by the physician and is not
available to the physician prior to pick up. As such, Xj
includes the patient’s demographic factors including age, gender, race, and CCS score (proxy for chief
complaint). Let Zt be a vector of ED-level factors that
change over time; this list includes the number of other
physicians in the ED at time t, the number of patients currently under the care of any physician at time
t (system load), the number of patients who have not
yet been picked up from the waiting area (wait load),
and the fraction of patients in the waiting area that are
considered easy cases (wait case mix); it also includes
the ShiftEndt, deﬁned as the time left in the physician’s shift.
PhyLoadit is the number of patients under the care of
physician i at time t. PhyCasemixit is the fraction of
easy patients in the physician’s workload, and it allows us to adjust for the intensity of the physician’s
case mix. Finally, to examine whether fatigue affects
the patient pickup decision, we construct Fatigueit,
which is based on the amount of work that the physician has already completed during the shift. Speciﬁcally, Fatigueit is operationalized as the number of
patients that the physician has ﬁnished (i.e., discharged) at time t since the start of the shift. As another robustness test, we consider FatigueRVUit, the
RVU units completed by physician i at time t. By
construction, and consistent with the patient ﬂow literature, these workload variables, including PhyLoadit,
Fatigueit, WaitLoadt, and SystemLoadt as well as the
patient case mixes, are realized prior to the pickup of
patient j. Empirical speciﬁcation (1) corresponds to
whether an easy or a difﬁcult patient is picked up. The
baseline case is that a difﬁcult case is selected. A
positive value for θ thus supports Hypothesis 1, that a
physician is more likely to pick up an easy patient as
workload increases. Similarly, a positive value for φ
supports the hypothesis that fatigue leads physicians
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to pick up easy cases. We use a full information maximum likelihood estimator to obtain the parameters of
interest of the choice model given by (1).

speciﬁcation above by replacing physician shift volume with total RVUs generated in the shift:

3.3.2. Short-Term Productivity Effects. We next ex-

+ γPhyLoads + θEASYs + ϑPhyLoads X EASYs
+ εis .

amine whether picking up an easy patient is associated with a short-term productivity improvement.
Our unit of analysis is the individual physician shift,
and we consider the total work completed during a
shift as our measure of short-term productivity. There
are two reasons for examining productivity at the
shift level. First, it allows us to remain agnostic to how
the physician is managing her workload over the
duration of the shift, because we are only concerned
with the aggregate shift productivity resulting from
the pickup of easy cases during the shift. Second, shiftlevel throughput volume is a concrete and tangible
outcome measure of short-term productivity, and it
provides a useful metric for the physician to assess their
performance. In our analyses of shift-level performance, we consider two outcomes: (1) the volume of
patients and (2) the total RVUs generated during the
shift. We ﬁrst examine whether taking on easy patients allows the physician to generate higher patient
volume per shift (s), using the following speciﬁcation:
Volis  αi + τs + βSystemLoads + ωWaitLoads

(3)
A value of ϑ > 0 indicates that picking up easy cases
during high workload leads to more units of work
completed, as provided by the amount of RVUs.
In addition to impacting the time taken to complete
a given amount of work, TCP may also change the
variability in task completion times. We next consider
the overall variability of the service times of the patients over the course of the shift as a result of TCP. To
quantify this effect, we ﬁrst evaluate the coefﬁcient of
variation in the service time for patients during a shift
as our measure of shift-level service time variability.
We then assess whether shift-level variability in service
times is affected by TCP using the following empirical
speciﬁcation at the shift level:
CV(SvcTime)is  αi + τs + βSystemLoads
+ ωWaitLoads + γPhyLoads + θEASYs
+ ϑPhyLoads X EASYs + εis .

+ γPhyLoads + θEASYs
+ ϑPhyLoads X EASYs + εis .

RVUis  αi + τs + βSystemLoads + ωWaitLoads

(2)

Here, Volis is the total volume of patients discharged
by physician i during shift s; αi is the physician ﬁxed
effect, which subsumes physician heterogeneity such
as ability, motivation, and practice style; and τs captures
temporal factors associated with the shift, including
the year, month, day of week, starting hour of the shift,
and shift duration. Because system load, waiting load,
and the physician’s workload vary during the course
of the shift, we use their shift-level averaged values.
Similarly, we compute the share of easy patients picked
up during the shift (or the fraction of easy patients,
relative to the total number of patients), denoted
as EASYs . Hypothesis 3 posits that we expect to see
more patient throughput volume as a result of the
pickup of easy cases during the shift. A value of ϑ > 0
would conﬁrm the hypothesis that by picking up easy
patients when the load is high, physicians are able to
generate a higher shift-level throughput volume.
We similarly consider if TCP leads to more work
completed, as indicated by the total RVUs produced
(sum of the RVUs for each patient discharged during a
shift). Note the expected result from this model does
not trivially follow from the prior one. Easier tasks are
completed faster (good for productivity) but involve
lower RVUs (bad for productivity). We modify the

(4)

In the speciﬁcation above, CV(SvcTime)is is the coefﬁcient of variation in service time for physician i
during shift s. We control for temporal factors such as
seasonality, as well as the average system load, wait
load, and physician workload during the shift. A
negative value for ϑ provides support for the hypothesis that TCP leads to a reduction in the variability of service processing times for the physician.
3.4. Results: Task Selection and ShortTerm Productivity
We ﬁnd that physicians are more likely to pick up
easier patients (compared with picking up a difﬁcult
patient) when the workload is higher. In Table 2,
speciﬁcation (1) excludes the time ﬁxed effects, and
we ﬁnd that coefﬁcient of physician workload is 0.075
(p < 0.01). Speciﬁcation (2) excludes the patient-level
controls. We ﬁnd that excluding the patient-level
heterogeneity still yields the same general result
(0.11, p < 0.01). This suggests that temporal factors
such as the time in shift do not substantially drive
observed short-term productivity effects. Speciﬁcation (3) includes an alternative measure of fatigue,
based on the RVUs completed. We again ﬁnd that in
increase in fatigue leads to a greater likelihood of
picking up an easy patient (0.002, p < 0.01). Speciﬁcation (4) is our full model and accounts for physician
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Table 2. Task Selection Preference

Physician ﬁxed effects
Time ﬁxed effects
Patient controls
Female
Age

(1)

(2)

(3)

(4)

X

X
X

X
X
X
0.054***
(0.013)
−0.004***
(0.000)

X
X
X
0.051***
(0.015)
−0.003***
(0.000)

X
0.051***
(0.014)
−0.003***
(0.000)

Time Left in Shift

0.001***
(0.000)

0.002***
(0.000)

0.001***
(0.000)

0.001***
(0.000)

PhyCasemix

−0.484***
(0.077)

−0.607***
(0.076)

−0.757***
(0.089)

−0.531***
(0.083)

NumPeers

0.002
(0.006)

−0.009
(0.006)

0.007
(0.007)

−0.001
(0.006)

WaitLoad

−0.010***
(0.002)
6.555***
(0.068)

−0.010***
(0.003)
6.436***
(0.064)

−0.007**
(0.003)
6.576***
(0.073)

−0.009***
(0.002)
6.533***
(0.068)

SystemLoad

−0.006***
(0.002)

−0.009***
(0.002)

−0.007***
(0.002)

−0.006***
(0.002)

PhyLoad

0.075***
(0.004)

0.111***
(0.006)

0.089***
(0.005)

0.079***
(0.004)

Fatigue

0.050***
(0.004)

0.079***
(0.004)

WaitCasemix

FatigueRVU
Number of observations
Log likelihood

0.053***
(0.004)
0.002***
(0.001)

208,105
−76,241.47

216,558
−83,841.47

156,565
−58,415.43

208,105
−75,933.80

Notes. Categorical patient controls include CCS and race. Standard errors clustered by physician are in
parentheses.
***p < 0.01; **p < 0.05.

ﬁxed effects, temporal considerations, system-level
factors, and patient heterogeneity. We ﬁnd that our
estimate for workload is 0.079 (p < 0.01). This corresponds to increased odds of 8% in picking up an easier
patient when the physician’s workload marginally
increases by 1. We ﬁnd that fatigue also inﬂuences the
likelihood of an easy patient pickup. From speciﬁcation (4), we ﬁnd that an increase in fatigue based on
the discharge of one additional patient is associated
with a 5% increase in the odds of picking up an easy
patient (coefﬁcient = 0.053, p < 0.01).
As additional tests of robustness, we consider cutoffs for easy versus difﬁcult at an alternative ESI
level of 4. We also deﬁne easy versus difﬁcult based
on the medical condition (using the CCS index). Finally, we consider a linear probability model and a
multinomial logit model to study whether the functional speciﬁcation impacts our results (see the online
appendix). We ﬁnd that our results are robust to various alternative deﬁnitions of easy and difﬁcult and to
alternative model speciﬁcations.
We next examine the effect of TCP on shift-level
productivity, as measured by the number of patients
discharged (see Table 3). Speciﬁcation (1) excludes the

physician ﬁxed effect but includes temporal sources
of heterogeneity as well as system-level factors. We
ﬁnd that the interaction between the physician workload and the share of easy patients in the shift is positive
(0.140, p < 0.05). In other words, picking up a larger
share of easy patients during busier shifts increases
physician throughput. Speciﬁcation (2) includes the
physician ﬁxed effect but excludes the temporal
sources of heterogeneity. We ﬁnd that the effect of
TCP on short-term productivity continues to be positive (0.112, p < 0.05); this suggests that physicianlevel factors or seasonality is unlikely to confound our
estimates. Speciﬁcation (3) excludes the interaction
effect; we ﬁnd that as the share of easy patients increases, overall shift throughput increases, holding
workload constant (0.694, p < 0.01). Speciﬁcation (4) is
our full model, which includes physician ﬁxed effects,
temporal controls, and system-level factors. We ﬁnd
that the interaction term between physician workload and the fraction of easy cases is 0.147 (p < 0.01).
Collectively, these results demonstrate that a higher
share of easy patients increases overall volume. Moreover, the increase is greater during periods of higher
physician workload. We ﬁnd that our estimates are
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Table 3. Short-Term Productivity on Shift Throughput
(1)
Physician ﬁxed effects
Time ﬁxed effects
SystemLoad

X
−0.172***
(0.011)

WaitLoad

(2)

(3)

(4)

X
−0.127***
(0.008)

X
X
−0.122***
(0.008)

X
X
−0.123***
(0.008)

0.235***
(0.016)

0.229***
(0.015)

0.232***
(0.015)

PhyLoad

2.657***
(0.033)

2.680***
(0.032)

2.718***
(0.021)

2.641***
(0.033)

Fraction of Easy Patients

0.183
(0.149)

−0.205
(0.162)

0.694***
(0.100)

0.143
(0.147)

PhyLoad × Easy Patient Fraction

0.140**
(0.056)

0.112**
(0.054)

21,279

21,279
−47,333.94

Number of observations
Log likelihood

0.147***
(0.056)
21,279
−47,261.14

21,279
47,234.25

Note. Standard errors clustered by physician are in parentheses.
***p < 0.01; **p < 0.05.

not signiﬁcantly different across the model speciﬁcations, indicating robustness of our results. Combined with our task selection results, Table 3 conﬁrms
our hypothesis that by selecting easier tasks, shortterm throughput volume improves.
We next examine the effect of TCP on the number of
RVUs generated during the shift (Table 4). As discussed earlier, RVUs capture the amount of work
completed over the course of the shift. Speciﬁcation
(1) excludes the physician ﬁxed effect but includes
the temporal and system-level heterogeneity. We ﬁnd
that the interaction effect between the physician
workload and the share of easy patients is negative
(−4.64, p < 0.001), indicating that taking on easier
patients during busy periods leads to lower overall
RVUs being generated. Speciﬁcation (2) includes the
physician ﬁxed effect but excludes the temporal sources
of seasonality. We ﬁnd the coefﬁcient of interest is

relatively unchanged (−4.50, p < 0.01), suggesting that
our estimate is not confounded by individual physician heterogeneity or the temporal ﬁxed effects.
Speciﬁcation (3) examines easy patients and overall
RVU throughput. We see that as the share of easy
patients increases, overall RVUs decrease (−6.67, p <
0.01). Speciﬁcation (4) is our full model and includes
the physician, temporal, and system-level factors. We
ﬁnd that the interaction between physician load and
the share of easy patients is statistically signiﬁcant
(−4.49, p < 0.01). The results from Table 4 indicate
that in the short term, TCP leads to fewer RVU units
being generated.
Finally, we consider the effect of TCP on service time
variability (Table 5). Across all the model speciﬁcations, we ﬁnd that the interaction term between
physician workload and the fraction of easy patients is
negative and statistically signiﬁcant. In particular, the

Table 4. Short-Term Productivity on Shift RVUs
(1)
Physician ﬁxed effects
Time ﬁxed effects
SystemLoad

X
−0.262***
(0.037)

(2)

(3)

(4)

X

X
X
−0.291***
(0.038)

X
X
−0.254***
(0.037)

0.547***
(0.084)

0.462***
(0.079)

−0.453***
(0.045)

WaitLoad

0.533***
(0.084)

PhyLoad

11.560***
(0.355)

11.779***
(0.345)

9.312***
(0.210)

11.663***
(0.350)

Fraction of Easy Patients

11.255***
(1.489)
−4.643***
(0.367)

8.251***
(1.425)
−4.500***
(0.357)

−6.676***
(1.105)

10.240***
(1.452)
−4.488***
(0.364)

21,004

21,004
−96,656.99

21,004
−96,779.88

21,004
−96,570.98

PhyLoad × Easy Patient Fraction
Number of observations
Log likelihood

Note. Standard errors clustered by physician are in parentheses.
***p < 0.01.
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Table 5. Short-Term Variability in Service Time on Shift
(1)
Physician ﬁxed effects
Time ﬁxed effects
SystemLoad

X
−0.636***
(0.040)

(2)

(3)

(4)

X

X
X
−0.636***
(0.040)

X
X
−0.633***
(0.039)

0.694***
(0.073)

0.686***
(0.071)

−0.759***
(0.052)

WaitLoad

0.704***
(0.072)

PhyLoad

0.593***
(0.105)

0.596***
(0.107)

0.402***
(0.088)

0.605***
(0.107)

Fraction of Easy Patients

1.710**
(0.836)

1.761**
(0.813)

−0.179
(0.483)

1.485*
(0.824)

PhyLoad × Easy Patient Fraction

−0.436***
(0.131)

−0.401***
(0.131)

21,279

21,279
−88,530.76

Number of observations
Log likelihood

−0.398***
(0.132)
21,279
−88,523.28

21,279
−88,519.04

Note. Standard errors clustered by physician are in parentheses.
***p < 0.01; **p < 0.05; *p < 0.1.

exclusion of physician ﬁxed effects (speciﬁcation (1),
estimate −0.436, p < 0.01) and the exclusion of seasonal heterogeneity (speciﬁcation (2), estimate =
−0.401, p < 0.01) do not signiﬁcantly deviate from the
full model speciﬁcation (speciﬁcation (4), estimate =
−0.398, p < 0.01). This suggests that unobserved
physician-level and seasonal factors are unlikely to
confound our results. Collectively, the results from
speciﬁcations (1)–(4) show that taking on easier patients is particularly helpful during busy periods in reducing service time variability, supporting Hypothesis 4.
3.5. Long-Term Productivity Effects
To examine the long-term effects of task selection, we
construct a learning-curve model that links the cumulative volume of patients treated to the service
time on subsequent patients. We seek to attribute the
separate effects of experience obtained through easy
and difﬁcult tasks on subsequent productivity. Our
estimation strategy takes the form of a panel, where
we follow individual physicians over time, and we
link the cumulative experiences to future performance.
Our empirical speciﬁcation takes the following form:
(
)
log SvcTimeijt  αi + τt + X j β + +Zt γ + Sit ρ

+ ρ1 Expit + ρ2 FracDiffExpit + εijt . (5)
In the speciﬁcation above, the outcome of interest is
the service time on patient j seen by physician i at time t.
Let αi be the physician ﬁxed effect that captures the
baseline productivity of the physician. Let τt be a set
of temporal factors, including the year, month, day of
week, and hour of treatment start. Let Xj be a vector
of patient-level controls, including the ESI severity
score; CCS index; and demographic factors such as
age, gender, and race for patient j. Let Zt be a vector of
system-level factors speciﬁc to the ED, including the

waiting load, system load, and the number of physicians working the ED at time t; let Sit be a vector of
physician-level variables including the workload and
the workload case mix at time t. Let Expit be the cumulative volumes of cases processed by physician i
since the start of the study period: FracDiffExpit 
ExpDiffit
ExpDiffit +ExpEasyit . In other words, the fraction of difﬁcult
experiences is simply the ratio of the cumulative difﬁcult experiences by time t for physician i (ExpDiffit ) to
the total cumulative difﬁcult and easy experiences
(ExpDiffit + ExpEasyit ). In speciﬁcation (5), a negative
value for ρ2 would indicate that with greater experience on difﬁcult tasks relative to the experience on
easy tasks, physicians become faster at processing
patients. We also consider an alternative performance
measure, given by the number of RVUs generated per
patient. We posit that learning through experience
enables physicians to become more productive, as
measured by RVUs generated. To assess the effect of
experience on RVU production, we modify the above
speciﬁcation but replace service time with the RVUs
generated for each patient j as follows:
RVUijt  αi + τt + X j β + Zt γ + Sit ρ + ρ1 Expit
+ ρ2 FracDiffExpit + εijt .

(6)

In this speciﬁcation, values of ρ2 > 0 would support
our hypothesis that experience of difﬁcult cases lead
physicians to be more productive compared with the
experiences of easy cases.
3.6. Results: TCP and Long-Term Learning
Table 6 presents the results for the effect of TCP on
long-term productivity as measured by the service
time. Speciﬁcation (1) excludes the physician ﬁxed
effect. The explanatory variable for total experience has been standardized, and we ﬁnd that as the
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Table 6. Learning Effects on Service Time
(1)
Physician ﬁxed effects
Time ﬁxed effects
Female

(2)

(3)

X
X
0.022***
(0.002)

0.022***
(0.003)

X
X
0.022***
(0.003)

Age

0.002***
(0.000)

0.002***
(0.000)

0.002***
(0.000)

SystemLoad

0.007***
(0.000)

0.007***
(0.000)

0.007***
(0.000)

PhyLoad

−0.005***
(0.000)

−0.005***
(0.001)

−0.005***
(0.001)

PhyCasemix

0.125***
(0.011)

0.122***
(0.016)

0.069***
(0.016)

WaitLoad

−0.005***
(0.000)

−0.004***
(0.001)

−0.003***
(0.001)

WaitCasemix

−0.055***
(0.010)

−0.054***
(0.009)

−0.051***
(0.009)

Total Experience

−0.025***
(0.002)

−0.001
(0.005)

−0.019*
(0.011)

Fraction of Difﬁcult Experience

−0.163***
(0.012)

−0.349***
(0.03.8)

−0.122***
(0.046)

Number of observations
Log likelihood

137,676
−59,366.45

137,676
−57,857.61

137,676
−57,545.91

Notes. Categorical patient controls include ESI, CCS, and race. Standard errors clustered by physician
are in parentheses.
***p < 0.01; *p < 0.1.

experience increases, physicians get faster at processing patients. Speciﬁcally, we ﬁnd that the coefﬁcient
for the cumulative volume of cases is negative (−0.025,
p < 0.01). We also ﬁnd that the relative experience
gained from taking on difﬁcult cases reduces the service time (−0.163, p < 0.01). Speciﬁcation (2) drops the
temporal heterogeneity, and we ﬁnd that the estimate
for the effect of ratio of difﬁcult and easy cases continues to be negative and statistically signiﬁcant (−0.349,
p < 0.01). Speciﬁcation (3) is the full model speciﬁcation, and it includes the physician ﬁxed effects,
temporal factors, and patient-level heterogeneity. We
ﬁnd that the results are qualitatively similar: more
experience with patient volume speeds up service
rates (estimate = −0.019, p < 0.01), and the speed-up
effect is more pronounced if a greater share of the
experiences are generated from difﬁcult cases (estimate = −0.122, p < 0.01). Collectively, the results from
Table 6 provide support for the hypothesis that
performing more difﬁcult cases helps the physician
learn faster than performing easy cases.
Table 7 presents the results for the effects of experience from easy and difﬁcult tasks based on perpatient RVU, an alternative measure of performance.
Speciﬁcally, we examine the effect of difﬁcult relative to easy experiences on the number of RVUs per

future patient. Our hypothesis is that with difﬁcult
experience, physicians become more productive, as
indicated by the number of RVUs produced per patient.
Our results are consistent with the ﬁndings for service
times. The coefﬁcient estimates across all of the model
speciﬁcations, which include differing levels of physician and temporal heterogeneity, show that a greater
experience in treating difﬁcult cases relative to more
easy cases leads physicians to be more productive, as
indicated by the amount of work performed per patient. In particular, from our full model speciﬁcation
(speciﬁcation (3)), we ﬁnd that the coefﬁcient for total
experiences, which has been standardized, is 0.367
(p < 0.05). Moreover, we ﬁnd that the experiences
gained from difﬁcult cases helps to increase the
productivity on future cases; a greater fraction of experience with difﬁcult cases appears to increase the
number of RVUs recorded on future patients (coefﬁcient = 1.645, p < 0.05). Collectively, we ﬁnd that
the results from Table 7 are consistent with the results
from Table 6, that experiences gained from harder
cases lead to greater long-term productivity compared
with the experiences gained from easy cases.
In sum, our results show that easy patients are more
likely to be selected as workload increases, and this
directly affects the shift-level throughput volume
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Table 7. Learning Effects on RVUs
(1)
Physician ﬁxed effects
Time ﬁxed effects
Female

(2)

(3)

X
X
0.214***
(0.041)

0.191***
(0.035)

X
X
0.203***
(0.035)

Age

−0.007***
(0.001)

−0.009***
(0.001)

−0.007***
(0.001)

SystemLoad

0.020***
(0.005)

−0.001
(0.005)

0.013**
(0.006)

PhyLoad

−0.232***
(0.007)

−0.149***
(0.009)

−0.176***
(0.009)

PhyCasemix

0.571**
(0.230)

−0.477**
(0.218)

0.424*
(0.222)

WaitLoad

0.014*
(0.007)

−0.007
(0.007)

0.010
(0.008)

WaitCasemix

−0.385**
(0.193)

0.061
(0.184)

−0.242
(0.186)

Total Experience

0.060
(0.038)

−0.016
(0.102)

0.367**
(0.174)

Fraction of Difﬁcult Experience

5.098***
(0.339)

4.084***
(0.604)

1.645**
(0.809)

118,428
−398,470.83

118,428
−397,840.31

118,428
−397,546.24

Number of observations
Log likelihood

Note. Standard errors clustered by physician are in parentheses.
***p < 0.01; **p < 0.05; *p < 0.1.

(short-term effect). However, TCP leads to fewer
RVUs generated per shift. In other words, TCP may be
misleading physicians into believing that it improves
short-term productivity. In the long run, continued
selection of easy cases can limit the physician’s ability
to learn from difﬁcult tasks, thereby lowering overall
baseline productivity. In other words, TCP amounts
to “kicking the can down the road” at the detriment of
long-term productivity.

4. Study 2: Identifying the Mechanism
Our second hypothesis suggested that individuals
focus on easier tasks under increased load because
their previous work resulted in (a) lower sense of
progress, (b) greater sense of fatigue, and (c) greater
sense of stress. Though our ﬁeld data show support
for the fatigue hypothesis, we are not able to test all
three explanations. By moving to the laboratory we
can explore the mechanisms by asking participants to
indicate how they feel about the work they completed
before they had an opportunity to choose to work on a
different set of tasks. We reasoned that, for example,
those who had experienced a higher workload in the
ﬁrst part of the study would feel as if they have not
made progress but also were more fatigued and more
stressed and thus would choose easier tasks either to
experience more sense of progress or to lower their
level of fatigue or stress.

Moving to the laboratory also allows us to test the
robustness of the effects found in the ﬁeld data and
the generalizability of the TCP. In the laboratory, we
did not ask participants to behave similar to physicians dealing with different workloads and choosing
patients. Instead, we created a situation in which participants worked on a task that required attention
and effort, as well as accuracy. Given that working on
multiple patients causes a mental workload for physicians, we varied the mental workload participants
experienced in our study.
4.1. Participants
Three-hundred sixty-ﬁve adults recruited from Amazon MTurk (59% male) participated in the study in
exchange for a $3 payment.5 We calculated our sample
size based on an estimate of an effect size d = 0.3,
requiring a sample size of approximately 350 participants for a study powered at 80%. We recruited
370 people in the hope of reaching the sample we
wanted. We randomly assigned participants to a
high-workload or a low-workload condition.
4.1.1. Manipulation of Workload. In this study, as their

ﬁrst task, participants were asked to copy and type up
a page of text from a book based on an image of it that
they saw on the screen (sideways, to make the task
more challenging). Participants worked under time
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pressure and only had three minutes to type on the
screen, in the appropriate window, as much of the
text as they could. They were told that accuracy is
important, so they were asked to “please try to make
as fewer errors as possible as you work on this task.”
We manipulated participants’ workload by asking
half of them (high-workload condition) to listen to a
song while copying the text and count how many times
ﬁve words got mentioned in the song. This manipulation of workload has been previously used in the
literature to vary mental workload (Recarte and
Nunes 2003). The other half (low-workload condition)
did not listen to a song while typing. Thus, those in
the high-workload conditions had more work at the
same time (typing and listening) than those in the
low-workload condition. With this request, an individual is taxed, and one feels busier because it asks
people to juggle different tasks. This is similar to
our ﬁeld context because in the case of the doctor,
the “various” patients may be treated sequentially,
but the thought of them happens “simultaneously”
when the pickup decision is made. In other words, in
this study, workload is again at the individual level.
Although system workload may have broader implications, that is not our focus here. Individuals
experience workload (with a given number of patients in Study 1 or with our manipulation in Study 2),
and then they have a subsequent choice to make about
a pickup decision.
4.2. Procedure
Participants were told that the study consisted of
different tasks and short questionnaires. They ﬁrst
completed the ﬁrst task described above. After completing the typing task, participants were asked to
indicate their reactions to it on a 7-point Likert scale
(1 = not at all, 7 = very much so). We assessed three
measures: perceived sense of progress (three items),
perceived fatigue (three items), and perceived stress
(three items). The items used to measure sense of
progress were as follows: I am feeling (1) as if I am
making good progress on the tasks at hand, (2) as if I am
progressing well on the tasks at hand, and (3) as if I am
completing the work at a good pace. We averaged
participants’ answers across these three items to create
a measure of perceived sense of progress (α = 0.97).
The items used to measure fatigue were (1) I feel
mentally tired, (2) I feel fatigued, and (3) I feel exhausted.
We averaged participants’ answers across these three
items to create a measure of perceived fatigue index
(α = 0.96). We measured perceived stress with the
following items: (1) I feel stressed, (2) I feel anxious,
and (3) I feel under pressure; we again averaged
answers into a stress index (α = 0.94).
Next, participants moved on to the task called
“Letter Processing and Word Creation.” They were
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told that the task is focused on demonstrating how
people process letters to form words. The instructions
informed participants,
We used this task in other surveys in the past. There are
two versions of it. You can choose below the version
you’d rather complete.
Version 1: Most people ﬁnd this version of the task to be
quite challenging and had to work hard at it.
Version 2: Most people ﬁnd this version of the task to be
not that challenging and did not have to work hard at it.
Which version of the task do you want to complete?

Participants indicated the version of the task they
wanted to complete. We used their choice as our
primary dependent measure in the analyses reported below.
Independent of their choice, participants moved on
to the same task. Participants completed seven rounds
of the “Letter Processing and Word Creation” task. In
each round, they received a set of letters (e.g., “S”, “T”
“O”, “R”, C” and “A”) and were asked to create as
many common English words (excluding proper nouns,
such as names of people and places) from these letters
as possible and write them in the text box provided.
They were asked to try to spend at least a minute or two
on each of them. The instructions informed them that, at
the end, they would receive a performance score based
on the number of words they generated.
Next, participants were asked to think back to the
ﬁrst task they had completed (copying the text) and
indicate the extent to which they felt each of three
states while completing the task, using a 7-point Likert
scale (ranging from 1 = not at all to 7 = very much so):
(1) I felt busy, (2) I felt occupied, and (3) I felt I had a
high level of workload in my hands. We used these
three questions as a manipulation check (α = 0.89).
Finally, participants answered a few demographic
questions.
4.3. Results
Table 8 shows the descriptive statistics of the variables captured in Study 2 by condition.
4.3.1. Manipulation Check. As expected, participants

reported feeling that they had a higher workload in
the high-workload than in the low-workload condition
(t(363) = 2.96, p = 0.003). They also transcribed less
text in the high-workload than in the low-workload
condition (t(363) = −2.77, p = 0.006). These results
suggest our workload manipulation was effective.
4.3.2. Perceived Progress, Fatigue, and Stress. Par-

ticipants in the high-workload condition reported
perceiving a lower sense of progress compared with
participants in the low-workload condition (t(363) =
−2.71, p = 0.007), and they felt more fatigued and more
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Table 8. Descriptive Statistics of the Variables Captured in Study 2 by Condition
High-workload condition
Perceived workload (man check)
Number of words copied
Perceived sense of progress
Feeling fatigued
Feeling stressed
Choice of easy task (%)
Performance score on task 2

stressed (t(363) = 3.63, p < 0.001 and t(363) = 3.97, p <
0.001, respectively).
4.3.3. Choosing the Easy Task. As predicted in

Hypothesis 1, a higher percentage of participants
chose the easy task in the high-workload condition
(76.0%, 133/175) than in the low-workload condition
(63.7%, 121/190) (χ2(1, N = 365) = 6.53, p = 0.011).
4.3.4. Performance on the Second Task. Independent

of the choice made, participants all completed the
same seven rounds of the “Letter Processing and
Word Creation” task. Thus, we did not expect to ﬁnd
any differences in performance on this task between
the high-workload condition and the low-workload
condition. This was, in fact, the case (t(230) = 0.33,
p = 0.74).
4.3.5. Mediation Analyses. Our second hypothesis

predicted that individual’s task selection would be
driven by feelings of progress (Hypothesis 2A), fatigue (Hypothesis 2B), and stress (Hypothesis 2C). We
found support for progress and fatigue, although stress
did not serve as a mediator.
We ﬁrst ran simple mediation models using the
bootstrapping approach outlined by Preacher and
Hayes (2004). We estimated the direct and indirect
effects of the high-workload condition via each of
the proposed mediators (feelings of progress, fatigue,
and stress) on our dependent variable: the choice to
complete a difﬁcult task as the second task.
On the basis of a bootstrapping (with 10,000 iterations) analysis, our manipulation of high workload
had a signiﬁcant effect on sense of progress (B = −0.49,
se = 0.18, p = 0.007), which, in turn, signiﬁcantly affected the choice of easy task (B = −0.22, se = 0.07, p =
0.002). The 95% bias-corrected conﬁdence interval for
the size of the indirect effect excluded zero for sense of
progress [0.024, 0.261], suggesting signiﬁcant mediation. For fatigue, similarly, the workload condition
had a signiﬁcant effect on fatigue (B = 0.69, se = 0.19,
p < 0.001), which, in turn, signiﬁcantly affected the
choice of easy task (B = 0.21, se = 0.07, p = 0.003). The

5.59
70.02
3.93
3.69
3.64
76.0
68.14

(1.31)
(37.82)
(1.78)
(1.85)
(1.89)
(44.10)

Low-workload condition
5.15
81.23
4.43
3.00
2.90
63.7
69.61

(1.50)
(39.47)
(1.70)
(1.76)
(1.69)
(42.05)

95% bias-corrected conﬁdence interval for the size
of the indirect effect excluded zero for fatigue too
[0.045, 0.306], suggesting signiﬁcant mediation. Finally, our manipulation of workload signiﬁcantly affected stress (B = 0.74, se = 0.19, p < 0.001), which, in
turn, affected the choice of easy task (B = 0.18, se =
0.07, p = 0.009). The 95% bias-corrected conﬁdence interval for the size of the indirect effect excluded
zero [0.035, 0.296], once again suggesting signiﬁcant mediation.
We then turn to assess and compare indirect effects in a multiple mediator model (i.e., simultaneous
mediation by multiple variables) using the bootstrapping approach outlined by Preacher and Hayes
(2008). In a multiple-mediator model, the mediators’
unique abilities to mediate, above and beyond any
other mediators or covariates in the model, are tested.
Results with 10,000 bootstrap samples provided
signiﬁcant support for a model in which feelings of
progress and fatigue serve as mediators for the relationship between the high-workload condition and
the choice to complete an easy task as the second task.
The 90% bias-corrected conﬁdence interval for the size
of the indirect effect excluded zero for both mediators
([0.018, 0.212] and [0.013, 0.267], respectively), suggesting marginally signiﬁcant mediation by the two of
them. Instead, the 90% bias-corrected conﬁdence interval for the size of the indirect effect included zero for
stress [−0.126, 0.123], suggesting that stress does not
mediate the effect of workload on the choice of an easy
task. We note that, for this mediation analysis, we
moved to a 90% bias-corrected conﬁdence interval, as
the effect of fatigue on the choice of an easy task, when
also including sense of progress and stress as potential
mediators, was signiﬁcant at the 10% level (B = 0.16,
se = 0.09, p = 0.086). The effect of sense of progress was
also signiﬁcant (B = −0.18, se = 0.08, p = 0.02), whereas
the effect of stress was not (B = 0.002, se = 0.10, p = 0.98).
In an analysis with only sense of progress and fatigue as potential multiple mediators, we found evidence for mediation as well, as the 95% bias-corrected
conﬁdence interval for the size of the indirect effect
excluded zero for both mediators ([0.011, 0.231] and
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[0.018, 0.267], respectively), suggesting signiﬁcant mediation by the two of them.
4.4. Discussion
The results of Study 2 not only conceptually replicate
our ﬁrst hypothesis but also show that, as predicted in
our second hypothesis, a sense of a lack of progress
and perceived fatigue after the ﬁrst task explain why
high workload leads to choosing easy versus difﬁcult tasks.

5. Discussion and Conclusion
In this paper we study how individuals manage tasks
under varying workload conditions and then investigate the short-term and long-term productivity
implications. In so doing we make several contributions to the literature. First, using both the ﬁeld
and the laboratory, we provide evidence of a task
completion preference that as individuals experience
higher levels of load, they select easier tasks. This
ﬁnding is important because it provides a new explanation through which workload may impact performance. Although prior literature has shown that
higher levels of load may lead to improved performance (KC and Terwiesch 2009), at least to a point,
here we show another reason why high load may
impact performance—task selection.
This ﬁnding is related to prior work on discretionary effort allocation, such as the speed-quality
trade-off (Hopp et al. 2007, Anand et al. 2011, Tan and
Netessine 2014). However, here, instead of trading off
speed and quality within the same type of task, individuals trade off the task that they complete. This
creates a number of opportunities for future work.
Empirical work should seek to study not only task
selection in more detail but also how task selection
and the speed-quality trade-off may interact. In addition, studying individual differences in the likelihood to engage in the behavior could yield interesting
insights. Analytical work should investigate how the
task completion preference may lead to negative
outcomes for certain types of work (e.g., harder tasks)
while advantaging other types of work (e.g., easier tasks).
Our second contribution comes from investigating
whether task completion preference is a valid variance reduction strategy. As expected, we ﬁnd that
TCP is a strategy that helps to manage the variability
of service times during a shift. The question then
becomes how it affects individual productivity, and
therein lies our next ﬁnding.
Our third contribution investigates the impact of
TCP on throughput volume. Interestingly, it appears
at ﬁrst that TCP improves shift-level throughput
volume. We ﬁnd this result when we simply measure
work as the number of patients cared for. However,
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when we more precisely measure work, using a
complexity adjustment (RVUs), we actually ﬁnd that
TCP is related to lower throughput volume. Future
work should explore this in more detail. In some
contexts TCP may result in pure short-term beneﬁts.
An interesting implication of our work is that individuals may be “tricked” into thinking that their
performance is improved when they select easier
patients because they are discharging more patients
than their difﬁcult patient–serving peers. Additional
research can consider such elements where workers
may inadvertently decrease their own performance
through their work execution strategies.
Our fourth contribution investigates the longerterm impact of the task completion preference. Although prior work suggests that improved performance may eventually hinder performance as a result of overwork (KC and Terwiesch 2009, Staats and
Gino 2012, Kuntz et al. 2015), here we show a negative
learning effect arising from completing easier tasks.
The ﬁnding is similar to the general idea of exploration and exploitation (March 1991). By selecting the
easier task (exploitation), an individual gets work
done quicker—and likely feels good doing it. However, by choosing the harder task (exploration), one
creates an opportunity to learn. By completing more
difﬁcult tasks, the individual identiﬁes the potential learning curves nested within learning curves
(Zangwill and Kantor 1998), thus improving performance. Although always selecting the harder task
may be suboptimal, if one continually chooses the
easier exploitation path, then longer-term performance suffers. Future work should further consider
the balance between easy and hard tasks as a key
dimension for learning.
Finally, in our work we are, to our knowledge, the
ﬁrst to show the mechanisms through which TCP
affects performance—the positive feelings that accrue
as work is ﬁnished and fatigue. There continues to
be an opportunity to understand the mechanisms
through which operational performance can be impacted. The beneﬁt of not only documenting a relationship, as we do in this case with task selection
and operational performance, but also showing the
mechanisms through which it occurs allows us to
design systems around a positive mechanism (or
avoid a negative one). Here, our ﬁndings suggest that
understanding ways to get the “completion high” or
avoid fatigue (e.g., by breaking tasks into smaller
pieces or providing breaks) would be valuable to
theory and practice.
5.1. Limitations
As with any study, our study has its own limitations.
First, although our ﬁeld site provides several years of
data and many thousands of observations, it is only
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one hospital. Future work should seek to replicate
and extend our ﬁndings to other settings and more
organizational units. Second, our study examines
picking up a hard or easy patient, conditional on picking up a patient at all. Further work should identify
areas where the decision to pick up, at all, could be
studied. Third, in the ﬁeld setting of the hospital, we are
only able to test the fatigue mechanism. The laboratory
provides an opportunity to gain more precise control
for testing purposes. However, future work should seek
to study all of our identiﬁed mechanisms, as well as
others, in the ﬁeld. Fourth, although we consider
multiple, precise measures of operational performance, we are not able to evaluate quality with our
data. Future studies should consider TCP and its
quality implications. Fifth, we look at the time taken
to discharge individual patients, which we believe
represents an intuitive and effective overall measure
of productivity. However, we do not observe detailed processing of the various steps involved in
care. In particular, microtask times (including face-toface interaction, diagnosis, and ordering of tests) are
not examined. Future research, based on more granular microlevel timestamp data, could explore further
microfoundations of productivity. Finally, we rely on
laboratory subjects to identify our mechanism. This is
an established and valid practice when studying human
decision making because we are interested in a general
behavior of engaging in the task completion preference.
Still, future work could consider creative ways to engage real participants—for example, as Tucker (2016)
had done when she ran experiments on nurses at a
convention. Fundamentally, our study relies on triangulation for its validity, but the more work—both
on the ﬁndings and on the mechanisms—that can be
done in the ﬁeld with practitioners, the more beneﬁts
for theory and practice.
5.2. Managerial Implications
Our ﬁndings offer important implications for not only
theory but also for practice. Prior work highlights the
value that accrues when workers have discretion with
which to manage their tasks (Bowman 1963, van
Donselaar et al. 2010, Ibanez et al. 2018). However,
given the use of discretion in constructing an operating system, it is also important to understand how
individuals choose their work to complete. In the
opening quote of this paper, we note how Frederick
Taylor prioritized the idea of building a system to help
people develop. In identifying the task completion
preference, we ﬁnd a way that people may work
against their long-term self-interest.
In our study we are able to quantify the performance effects as well as the effects of TCP. How then
should a manager use our ﬁndings? The ﬁrst step is to
appreciate that workload may change not only the
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speed at which individuals work but also the tasks
that they choose to work on. As a result, managers
may wish to think about different instructions on how
to select tasks when things are busy, or alternatively,
they can educate workers about task completion
preference as a means to address it. In addition, given
the performance implications, managers should educate workers about the performance costs of avoiding hard tasks. This may help workers to continue to
develop, as Taylor suggests. Finally, managers can use
the ﬁnding that completing tasks leads to feelings of
progress to structure work effectively. As noted, this
could mean taking harder tasks and breaking them
into components, each with a clearly deﬁned indicator
of completion, so that completion occurs more often.
An alternative could be to consider schedule rotation
whereby individuals are rotated between easy and
hard tasks over time.6 Because scientiﬁc management the structure of work has been a primary focus
of operations. That is no less true today—if anything,
it has become even more a focus because managers have more degrees of freedom to structure
work—sending different tasks to different people, breaking up the work into different pieces, etc. That means
managers and academics need to be experimenting on
how work should be structured to ﬁnd better ways.
5.3. Conclusion
The word operations is derived from a Latin word for
work (Terwiesch 2017). Our ﬁeld studies many things,
but work is central to what we do. Work is done
by individuals, and so understanding people-centric
operations is necessary for progress in theory and
practice. In this paper we draw on research on
workload, individual discretion, and decision making to study how workload and task selection interact.
We theorize and test in a hospital that, under increased workload, individuals choose to complete
easier tasks. We call this behavior task completion
preference. We then investigate the performance implications of task completion preference. In addition, in the laboratory we conceptually replicate the
task selection effect and show two mechanisms—
sense of progress and fatigue—that explain why it
occurs. With these ﬁndings we identify an additional reason for the workload-speedup effect found
in the literature. By better structuring work, it is
possible to aid individual development and organizational performance.
Endnotes
1
Although the work of Taylor (1911) was central to scientiﬁc management, his treatment of others different from him is not acceptable
by modern standards. We note that now operating systems should
seek to develop “ﬁrst-class humans.”
2

Ibanez et al. (2018) examine whether a task is on average an individual’s shortest task. There is heterogeneity in the shortest task
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across radiologists, and they do not investigate whether a task is
easier or harder than another task.
3

See https://www.hcup-us.ahrq.gov/toolssoftware/ccs/ccs.jsp, accessed
May 8, 2019.

4

See https://www.nhpf.org/library/the-basics/Basics_RVUs_01
-12-15.pdf for more details (last accessed May 8, 2019).
5

A similar conceptual replication was run in a university laboratory,
which included a sense of progress but not fatigue and stress as
mediators.

6

We thank an anonymous reviewer for this suggestion.
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