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Social ties often seem symmetric, but they need not be1–5. For example, a person might
know a stranger better than the stranger knows them. We explored whether people
overlook these asymmetries and what consequences that might have for people’s
perceptions and actions. Here we show that when people know more about others,
they think others know more about them. Across nine laboratory experiments, when
participants learned more about a stranger, they felt as if the stranger also knew them
better, and they acted as if the stranger was more attuned to their actions. As a result,
participants were more honest around known strangers. We tested this further with a
field experiment in New York City, in which we provided residents with mundane
information about neighbourhood police officers. We found that the intervention
shifted residents’ perceptions of officers’ knowledge of illegal activity, and it may even
have reduced crime. It appears that our sense of anonymity depends not only on what
people know about us but also on what we know about them.

People often assume that social ties are symmetric1–3. For instance, people
are faster to recognize symmetric social ties4. People also mentally
fill in gaps that make social ties seem more symmetric than they are5.
This symmetry assumption often makes sense because our social ties
are usually reciprocated. However, they need not be. Although people
can recognize that asymmetric ties exist, doing so requires greater
cognitive effort1. We can perhaps think of the symmetry assumption
as a common social heuristic6.
Here we explore how overgeneralizing this assumption affects
people’s sense of anonymity. For example, suppose we learn a
few details about someone who is otherwise a stranger. In reality,
knowing more about this person does not affect what they know about us.
However, psychologically, people’s sense of being understood often
correlates with their sense of how much they understand others7. People
also often anchor on their own perspective when making inferences
about others8,9. Therefore, learning more about others might lead us
to believe they know more about us too. That is, we might experience
a greater illusion of transparency—or the sense that our thoughts and
actions are more obvious to others than they actually are10,11.
This can shift the fundamental nature of how we perceive and
act around others. For instance, although the typical experience
with strangers is one of relative anonymity12, when people overlook
asymmetries in their social ties, they may feel less anonymous around
‘known strangers’ (that is, strangers whom they have information
about). This might not only affect people’s perceptions of what others
know but also people’s behaviour around known strangers. Previous
research has shown how anonymity can increase dishonest or harmful behaviour, while reducing cooperative or prosocial behaviour13–17.
However, if people believe that known strangers know more about
them, and are more attuned to their actions, then this might reduce
some of the negative behavioural consequences of anonymity. In the
company of known strangers, people may be more honest or less likely
to cheat.

We report nine laboratory experiments that tested whether people
feel (and act as if they are) less anonymous when interacting with known
strangers than with unknown strangers. We found that people think
known strangers know or understand them better. People also believe
that known strangers are better at detecting their lies. Furthermore,
people are more honest on a task when known strangers are responsible
for catching cheating behaviour.
We then describe a field experiment with the New York City Police
Department (NYPD) and the New York City Housing Authority (NYCHA),
exploring how providing residents with information about neighbourhood officers affects (1) residents’ beliefs about officer knowledge and
(2) crime. We found that residents in developments who received this
information thought that neighbourhood officers were more likely
to know whether they did something illegal, and we found suggestive
evidence that the intervention reduced reported crimes.

Laboratory experiments
The laboratory experiments all followed the same general paradigm
(see the Methods section for full details). Participants (recruited from
Amazon Mechanical Turk) were told that they would be interacting
online with another person, and although it would mostly be anonymous, they might be asked to share some information by answering
simple ‘icebreaker’ questions. Deception was involved: participants
did not actually interact with another person. ‘Partner’ responses
were pre-programmed. Across all studies, the independent variable
was whether participants were shown their partners’ responses to
the icebreaker questions. Participants were told that their assigned
experimental condition determined whether they saw their partners’ responses.
We used three experimental paradigms, with replications and extensions within each. For each, we lead with the final experiment conducted
because it included checks for suspicion about the deception.
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Table 1 | Primary results for laboratory experiments
Experiment

Outcome

Results

Test statistic

P value

Effect size

Beliefs about known strangers’ knowledge
1A

Stranger knowledge

Minfo = 5.22 (4.86–5.59), n = 206;
Mno info = 4.53 (4.12–4.93), n = 191

t(395) = 2.50

0.01

d = 0.25

1B

Stranger knowledge

Minfo = 4.06 (3.72–4.41), n = 142;
Mno info = 3.55 (3.23–3.87), n = 149

t(289) = 2.14

0.03

d = 0.25

1C

Stranger knowledge

Msimilar = 3.53 (3.25–3.82), n = 156;
Mdissimilar = 3.68 (3.38–3.98), n = 149;
Mno info = 3.22 (2.94–3.50), n = 151

t(453) = 2.13

0.03

d = 0.21

1D

Stranger knowledge

Minfo = 3.58 (3.37–3.80), n = 279;
Mno info = 3.22 (2.99–3.45), n = 264

t(541) = 2.23

0.03

d = 0.19

Perceptions of lie detection
2A

Stranger knowledge

Minfo = 41.06% (37.76–44.35%), n = 228;
Mno info = 33.29% (30.34–36.24%), n = 234

t(453.20) = 3.44

<0.001

d = 0.32

2B

Stranger knowledge

M4 facts = 36.85% (33.40–40.29%), n = 181;
M1 fact = 38.04% (34.28–41.80%), n = 184;
Mno info = 30.94% (28.12–33.75%), n = 187

F(2, 549) = 4.98

0.007

ηp2 = 0.02

Honesty around known strangers
3A

Stranger knowledge

Minfo = 4.32 (4.15–4.49), n = 494;
Mno info = 3.94 (3.76–4.13), n = 508

t(994.87) = 2.96

0.003

d = 0.19

3A

Honesty

Minfo = 41.6%, n = 490;
Mno info = 49.3%, n = 505

χ2 = 5.91

0.02

V = 0.08

3B

Stranger knowledge

Minfo = 3.37 (3.15–3.59), n = 284;
Mno info = 2.99 (2.76–3.21), n = 298

t(580) = 2.40

0.02

d = 0.20

3B

Honesty

Minfo = 55.6%, n = 284;
Mno info = 64.4%, n = 298

χ2 = 4.69

0.03

V = 0.09

3C

Honesty

Minfo = 41.3%, n = 143;
Mno info = 55.6%, n = 151

χ2 = 6.07

0.01

V = 0.14

When participants had information about their partners, they believed their partners knew them better and would be better at detecting their lies, and participants behaved more honestly.
‘Stranger knowledge’ refers to participants’ judgments of how well their partners knew them (measured with a ten-point scale for experiments 1A–1C, a seven-point scale for experiments 1D
and 3A–3B, and a per cent likelihood that their partners would detect their lie in experiments 2A–2B; 95% confidence intervals are shown in parentheses). ‘Honesty’ refers to the rate at which
participants reported having had surgery, which they may or may not have had. P values are from two-tailed tests.

Beliefs about the knowledge of known strangers
In experiment 1A (n = 402), participants first completed an icebreaker
in which they were asked three multiple choice questions about the
type of area they live in, their marital and family status, and their work
status. We selected these questions because they are generic. Knowing a person’s answers to them is minimally informative. Someone’s
answers might be enough to distinguish them from a perfect stranger,
but hardly enough to build much of a social connection. Participants
were randomly assigned to one of two conditions. In the ‘information’
condition, participants were shown their partner’s responses (which
were randomly generated); in the ‘no information’ condition, participants did not see these responses. Participants were then told that their
marital and family status had been shared with their partner, and their
partner was trying to guess their answers to the other two icebreaker
questions. While their partner was supposedly making their guesses,
participants were asked to rate how much they felt that their partners
knew them on a ten-point scale (in which higher numbers indicate
more knowledge, adapted from ref. 18; five participants were excluded
for missing responses).
Participants in the information condition believed that their partners
knew them better (information: M = 5.22, 95% CI = 4.86–5.59; versus
no information: M = 4.53, 95% CI = 4.12–4.93, t(395) = 2.50, P = 0.01,
d = 0.25). Before answering questions on demographics, participants
were asked whether they believed that they were connected to another
person (one participant was excluded for a missing response). Suspicion did not significantly differ across conditions (71.7% of participants
believed that they were connected in the information condition versus
69.4% in the no information condition, χ2 = 0.26, P = 0.61; using TOST19,
we can reject a difference of more than 10%, Z = 1.69, P < 0.05).
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The procedure in experiment 1B (n = 291) was identical, but without
the suspicion check, and we found the same results (for detailed results,
see Table 1; t(289) = 2.14, P = 0.03, d = 0.25). Experiment 1C (n = 457;
one participant was excluded for a missing response) tested whether
these findings were driven by perceived similarity to one’s partner, by
including three conditions: no information, dissimilar partner (in which
no pieces of partner information matched the responses of the participant) and similar partner (in which two pieces of partner information
matched the responses of the participant). Again, the findings were
replicated (t(453) = 2.13, P = 0.03, d = 0.21), and the effect appears to
be driven simply by whether participants have information about their
partner, not by the similarity of the partner. Experiment 1D (n = 548;
five participants were excluded for missing responses) replicated our
initial findings in a paradigm in which participants did not share any
information about themselves (t(541) = 2.23, P = 0.03, d = 0.19).
Together, these studies offer initial support for the hypothesis that
having more information about others leads people to believe that
others know them better too. Next, we tested whether this subjective
feeling shapes people’s perceptions of how attuned known strangers
are to specific actions.

Perceptions of lie detection
In experiment 2A (n = 462), participants first completed an icebreaker
in which they wrote down four truths and one lie about themselves.
Participants were randomly assigned to one of two conditions. In the
no information condition, participants were not shown any statements
about their partner. In the information condition, participants were
shown the four truths that their partner supposedly wrote. The partner’s responses were randomly drawn from preprogrammed statements, which were designed to be fairly mundane.

Participants were then asked how likely (as a percentage) they
thought it was that their partner would guess which of their five statements was a lie. Participants then indicated how well they felt they knew
their partner (on a seven-point scale) and whether they believed they
were connected to another person.
Participants in the information condition believed that there was a
higher likelihood that their partner would detect their lie (information:
M = 41.06%, 95% CI = 37.76–44.35%; versus no information: M = 33.29%,
95% CI = 30.34–36.24%), independent samples t-test for unequal variances: t(453.20) = 3.44, P < 0.001, d = 0.32). Moreover, participants in the
information condition felt as if they knew their partner better (information: M = 3.04, 95% CI = 2.83–3.25; versus no information: M = 1.89, 95%
CI = 1.69–2.09), t(460) = 7.73, P < 0.001, d = 0.72). In a mediation analysis20,
we found that participants’ feelings of knowing their partner significantly
mediated the effect of information on participants’ beliefs that their
partners would detect their lies (indirect effect = 3.83, bias-corrected
95% CI = 1.91–5.99). In this paradigm, participants in the information
condition were more likely to believe that they were connected to another
person (58.3% (information condition) versus 40.6% (no information
condition), χ2 = 14.53, P < 0.001, Cramer’s V = 0.18). The results hold when
we restrict the analysis to participants who believed that they were connected to another person (Supplementary Information A.2).
Experiment 2B (n = 552) had a similar design, but with three conditions: no information, one fact (participants were shown only one
of their partner’s truths) and four facts (identical to the information
condition above). Participants were not asked how well they knew
their partner or the suspicion question. Again, when participants had
information about their partners, they thought that their partners
would be better at detecting their lies (F(2, 549) = 4.98, P = 0.007,
ηp2 = 0.02). Post hoc tests show that this holds for both the one fact
condition (Bonferroni-corrected P = 0.01) and the four facts condition
(Bonferroni-corrected P = 0.05), when compared to the no information condition. Responses in the two information conditions did not
significantly differ (Bonferroni-corrected P = 1.00).
These results suggest that participants believe that known strangers
will be more attuned to specific details about them. Our final laboratory experiments explored whether this shift in perception also leads
to a shift in behaviour.

Honesty around known strangers
In experiment 3A (n = 1,010), participants were informed that they
would be asked whether they had ever had a certain experience. If they
had and they wrote a description about it, they would be eligible for a
bonus payment. If they never had the experience, they were not eligible
for the bonus payment. To ensure that participants responded honestly,
they were told that their partner would flag any responses that seemed
dishonest. If their partner flagged their response, they would not earn
the bonus. Thus, there was an incentive (the bonus payment) to lie to say
they had the experience even if they had not, but only if they believed
that they would not be caught.
The information manipulation was as in experiment 1A. After being
told that they were connected to a partner, participants first indicated
how much they felt they knew their partner and how much they felt
their partner knew them (eight participants were excluded for missing responses). Next, participants were asked whether they had ever
had surgery (15 participants were excluded for missing responses).
Participants then completed the suspicion check (six participants were
excluded for missing responses).
Because participants were randomly assigned to the information
conditions, the proportion of participants who said they had undergone surgery should not vary by condition. Therefore, a higher proportion of participants indicating that they had undergone surgery
would suggest more dishonest reporting (to try to earn the monetary
bonus). More participants said they had surgery in the no information
condition (49.3% versus 41.6% in the information condition, χ2 = 5.91,

P = 0.02, Cramer’s V = 0.08), indicating that participants were more
honest around known strangers.
Moreover, participants in the information condition felt as if they
knew their partner better (information: M = 4.55, 95% CI = 4.39–4.72
versus no information: M = 3.89, 95% CI = 3.70–4.08), unequal variances
t-test t(979.85) = 5.23, P < 0.001, d = 0.33). In addition, participants
in the information condition felt as if their partner knew them better (information: M = 4.32, 95% CI = 4.15–4.49 versus no information:
M = 3.94, 95% CI = 3.76–4.13), unequal variances t-test t(994.87) = 2.96,
P = 0.003, d = 0.19). Participants’ feelings of knowing their partner and
their feeling of their partner knowing them significantly mediated the
effect of information on (dis)honesty (knowing their partner: indirect
effect = −0.09, bias-corrected 95% CI = −0.15 to −0.04; their partner
knowing them: indirect effect = −0.05, bias-corrected 95% CI = −0.11
to −0.02; for serial mediation, see Supplementary Information A.3).
Suspicion did not significantly differ across conditions (75.7% believed
that they were connected in the information condition versus 75.9% in
the no information condition; χ2 = 0.01, P = 0.92; using TOST19, we can
reject a difference of more than 10%, Z = 3.62, P < 0.001).
The procedure in experiment 3B (n = 582) was identical, but without
the suspicion check. Again, participants in the information condition
were more honest (χ2 = 4.69, P = 0.03, Cramer’s V = 0.09), felt that they
knew their partners better (t(580) = 4.96, P < 0.001, d = 0.41; mediation
analysis: indirect effect = −0.15, bias-corrected 95% CI = −0.25 to −0.07])
and felt that their partners knew them better (t(580) = 2.40, P = 0.02,
d = 0.20; mediation analysis: indirect effect = −0.09, bias-corrected 95%
CI = −0.18 to −0.01]). Experiment 3C (n = 299; five participants were
excluded for missing responses) only included the honesty measure,
and we found the same results (χ2 = 6.07, P = 0.01, Cramer’s V = 0.14).
These final laboratory experiments highlight the behavioural consequences of overlooking asymmetries in social ties. People appear to
be more honest around known strangers.
Next, we explored a policy implication of these findings—namely,
whether they can help to unpack important mechanisms that underlie
community policing strategies, particularly in large cities where officers
are less connected to the areas they serve21. Community policing initiatives attempt to increase this connection, but little is known specifically
about the effects of residents learning more about individual neighbourhood officers. In a field experiment, we examined how providing
residents with information about neighbourhood officers might affect
residents’ perceptions and actions.

Field experiment
We partnered with the NYPD and NYCHA to develop an intervention
in which community residents received information about neighbourhood coordination officers (NCOs) who were part of a community
policing programme. The intervention had two parts. First, three mailers were sent to every apartment in the treatment developments. Each
mailer included an outreach card and letter about the NCO, describing
mundane information about the officer, such as their favourite food,
their hobbies or why they became an officer (Extended Data Figs. 1, 2).
Mailers were sent at approximately 3-week intervals between November
2017 and January 2018. The second part of the intervention consisted of
a day in which each NCO handed out their outreach cards to residents
at a time when they would already be patrolling the development.
We first paired eligible NYCHA housing developments (n = 69) on the
basis of community characteristics. We then randomized developments
within pairs to either treatment or control (for development characteristics and balance test, see Extended Data Table 1). Control developments
did not receive mailers or outreach cards. On the basis of our laboratory
results, we expected that residents who received information about their
NCOs would believe that neighbourhood officers would be more likely
to know things about the residents (for example, whether they did something illegal), and residents might be less likely to engage in illegal activity.
Nature | Vol 603 | 10 March 2022 | 299

65-ft radius

20

250-ft radius

20
15
10
5
0
–5
–10
–15
–20
1–3

4–6
Time after intervention (months)

7–9

Fig. 1 | Treatment-control differences in crime after policing intervention.
Providing residents with information about their neighbourhood officers
reduced crime near housing developments in the first 3 months after the
intervention. Changes in on-campus (grey) and near-campus (black) crimes
reported post-intervention are shown, where n = 39 treatment developments
and n = 30 control developments. Point estimates represent per cent change
attributed to the intervention in crimes per resident per month (error bars
represent 95% confidence intervals). Estimates are based on our primary
specification (Supplementary Information C.3) for 1–3 months (on-campus,
P = 0.21; near-campus, P = 0.04), 4–6 months (on-campus, P = 0.68;
near-campus, P = 0.36), and 7–9 months (on-campus, P = 0.70; near-campus,
P = 0.74) post-intervention. P values are from two-tailed tests.

Approximately 2 months after the intervention, we conducted a
survey with residents (n = 1,858) across treatment and control developments. To assess residents’ perceptions of what officers knew about
them, residents were asked (1) how likely is it that a neighbourhood
officer would know whether the resident did something illegal and
(2) how well neighbourhood officers knew the resident in general (on
five-point scales). The intervention led to a 0.13 standard deviation
increase in the average NYCHA resident’s belief that an officer would
find out whether they committed a crime (control M = 3.2, 95% CI of
treatment effect = 0.03 to 0.23 s.d., P = 0.02). We did not find a statistically significant effect on whether residents felt that officers knew them
more generally (control M = 1.8, 95% CI of treatment effect = −0.11 to
0.13 s.d., P = 0.86). Results are also robust across various alternative
specifications (see Extended Data Table 2, Supplementary Information C.2 for further details). These results echo the findings from the
laboratory experiments. When residents had more information about
neighbourhood officers, they believed that officers would be more
aware of their illegal activity. However, these effects did not generalize
to their perceptions of what officers knew about them in general. The
intervention also did not affect the answers of residents to questions
about police responsiveness in the area, officer familiarity with the
area, the trust of residents in the police and other sentiments towards
officers working in their area (Extended Data Table 3).
Next, we analysed the effects of the intervention on reports of criminal activity. Our pre-registered analyses (https://osf.io/mkgwr/) focused
on criminal complaints and arrests within a 65-foot radius of the development (that is, ‘on-campus’) and a 250-foot radius of the development
(that is, ‘near-campus’, equal to an approximately one-block radius)
over 9 full months post-intervention.
Figure 1 depicts the regression results for our primary crime analysis:
the number of criminal complaints per 1,000 residents per month,
analysed 1–3 months, 4–6 months, and 7–9 months after the intervention (see Methods and Supplementary Information C.3 for details on
regression specification and covariate selection). For the first 3 months
after the intervention, our point estimates suggest a 5.7% reduction
in on-campus crimes and a 6.9% reduction in near-campus crimes.
The point estimates are similar in magnitude, but our estimates are
more precise for near-campus crimes, in which we see a significant
300 | Nature | Vol 603 | 10 March 2022

Percentage point difference in belief
the officer will find out

Treatment–control differences in crime (%)

Article
15
10
5
0
–5
–10
–15
–20
–30

–20

–10

0

10

20

30

Difference in crime per 1,000 residents per month
Fig. 2 | Residents’ perceptions of officer knowledge predict crime
reductions. For each randomization pair, we calculated treatment-control
differences for crime within 250 ft of the development during the first
3 months after the intervention and residents’ beliefs about whether officers
would find out whether they did something illegal (for analysis details, see
Supplementary Information C.6). Further left on the x axis corresponds to
larger decreases in crime; further up on the y axis corresponds to larger
increases in residents’ beliefs about officers’ knowledge. A significant
correlation exists such that development pairs in which the intervention
resulted in larger increases in beliefs that officers would find out whether they
did something illegal also showed larger decreases in crime after the
intervention (r(24) = −0.45, P = 0.03, two-tailed).

reduction (control M = 11.7, 95% CI of treatment effect = −13.4 to −0.5%,
P = 0.04). These effects fade out over time, which may be due to the
light-touch, limited-duration nature of the intervention.
We tested the robustness of these crime results in several ways (Supple
mentary Information C.3). For instance, these results are robust across
different intent-to-treat and treatment-on-the-treated analyses, alternative covariate sets, and estimating the effect on total crimes instead
of crimes per person (Extended Data Tables 4, 5). We also conducted
analyses that vary the radius around the housing developments and the
time interval after the intervention. Across these specifications, the point
estimates of the treatment effect are quite consistent with our main results
(Extended Data Figs. 3, 4), which appear to slightly understate the duration
(over time) and reach (over distance) of the effects of the intervention.
To further test the mechanism behind these crime reductions, we
compared (at the level of randomization pair) treatment–control
differences in the belief that officers would find out whether residents
did something illegal with treatment–control differences in crime
within 3 months of the intervention (Supplementary Information C.6).
This analysis was not part of our pre-analysis plan but stemmed from
helpful referee suggestions. Development pairs in which the intervention resulted in larger increases in beliefs that officers would find out
whether residents did something illegal also showed larger decreases
in crime after the intervention (r(24) = −0.45, P = 0.03) (Fig. 2). Further
analyses addressed other potential mechanisms and explanations for
the crime reductions. For instance, we did not find evidence that the
intervention reminded residents of police presence or that it changed
the behaviour of officers (Supplementary Information C.6).
We also see, through the first 3 months, a marginal increase in arrests
per crime both on-campus (control M = 0.47, 95% CI of treatment
effect = −0.7 to 23.0%, P = 0.07) and near-campus (control M = 0.48,
95% CI of treatment effect = −1.1 to 20.4%, P = 0.08; for more discussion
see Supplementary Information C.4). Finally, given the persistent racial
and ethnic disparities in policing22–24, we tested for heterogeneity in
the treatment effects based on the racial and ethnic demographics of
the development, although we did not find significant heterogeneity
(Supplementary Information C.7).

Discussion
These results suggest that people sometimes overlook the asymmetry that exists with known strangers. Future research will need to
examine when people can recognize these asymmetries and when
they overlook them. However, these findings indicate that our sense
of anonymity can depend not just on what people know about us but
also on what we know about them.
Putting the policing intervention in context, a recent meta-analysis
found that hotspot policing tactics that increase the police presence
in an area reduce crime by 0.11 s.d. on average25. Without increasing
police presence, our intervention reduces on-campus and near-campus
crime by 0.14 s.d. and 0.17 s.d., respectively, within the first 3 months
post-intervention. These effects are short-lived, but fade-out is also
common among other hotspot policing strategies26,27.
These findings shed light on one aspect of community policing
strategies. To the extent that these strategies allow residents to learn
more about officers (even if not an intentional focus of these policies),
the known stranger effect could be a mechanism behind observed
crime impacts. This may be one reason why door-to-door visits from
officers are more effective at reducing crime than other components
of community policing such as neighbourhood watches or storefront
offices26–28. In addition, because sharing information about officers can
be easily implemented, it seems feasible to integrate this approach into
many existing policing strategies.
There is certainly no panacea for important policy challenges such
as policing. Broader reforms are necessary to reduce disparities and to
increase trust in policing29–31. There are also questions about whether
residents actually benefit from a focus on policing as the primary lever
for crime prevention32. Yet, however community members and policymakers decide on acceptable levels of policing (versus other social
services and policies), there may be ways to reduce crime without
increasing the number of potentially fraught officer–citizen interactions. One way to do that might be to provide community members
with more information about neighbourhood officers.
More generally, these results suggest an interesting wrinkle in the
psychology of anonymity and social interactions. There is an increasing number of ways for people to interact with others about whom
they know very little. Milgram suggested that the “ultimate adaptation
to an overloaded social environment is to … develop highly efficient
perceptual means of determining whether an individual falls into the
category of friend or stranger”12. It appears, however, that there is a
profound imprecision in how we perceive these categories. We seem
to assume that others see us as we see them.
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Methods
Sample size determination and randomization
For the laboratory experiments, sample sizes were determined before
collecting data (and no additional data were collected for a study
after the analysis began). We used informal rules of thumb to set the
target sample sizes. For the experiments from each paradigm that
were conducted first chronologically (see the Reporting Summary for
study chronology), we aimed for 150–200 participants per condition
(although this was not always reached), which would be considerably
larger than the typical sample size from related studies on the illusion of
transparency10. For follow-up studies, target sample sizes all had at least
as many participants per cell, but power analyses were not conducted.
Participants were randomly assigned to condition after submitting the
online consent form.
For the field experiment, housing developments were included if
the NCOs serving them agreed to participate and were eligible to do
so based on their assignments. For the resident survey, we set a target
of 30 responses per development.
Data analysis and reporting
Analyses were conducted in SPSS (v.27), STATA SE (v.16.1), R (v.3.6.1) and
Rstudio (v.1.2.5001). We calculated effect sizes for the results from the
laboratory experiments using either Cohen’s d, partial eta-squared or
Cramer’s V (using SPSS).
Laboratory experiments
Research protocols (which included deception) were approved by the
Institutional Review Board at the University of Chicago. All participants
provided informed consent. We report all conditions, measures and
data exclusions.
We used three experimental paradigms, with replications and extensions within each. For each, we lead with the final replication conducted
because those studies included checks for suspicion about the deception. For further details about the text of questions, see Supplementary
Information A.
Experiment 1A. Four hundred and two participants (Mage = 40.1; 190
women and 211 men; the demographics were missing for one participant)
completed this experiment. Participants were first asked to complete
an icebreaker, which consisted of multiple choice questions about
the type of area they live in, their marital and family status, and their
work status. We selected these questions because they are generic,
and knowing someone’s answers to them is minimally informative.
Participants then saw a screen that made it seem as if the survey was
searching for and connecting them to a partner. Participants were
randomly assigned to one of two conditions. In the no information
condition, participants were told “Because of the role that you have
been assigned, we will not be showing you any information about your
partner”. In the information condition, participants were told “Because
of the role that you have been assigned, we will show you all of your
partner’s responses below”. In the information condition, the partner’s
responses were randomly generated.
Participants were then told that their marital and family status
had been shared with their partner, but that no other information
was shared with their partner. On the next page, participants were
told that their partner was trying to guess the participants’ answers
to the questions about the type of area they live in and their work
status. Participants were asked to rate how much they felt their partners
understood them. Participants were shown ten images of icebergs with
varying degrees of ice hidden below the surface and ice visible above
the surface. Responses with higher numbers corresponded to a greater
feeling of being visible to and understood by one’s partner (adapted
from ref. 18). As a suspicion check, participants were then asked whether
they believed they were connected to another person.

The responses of five participants were missing for the question
about how well they felt their partners knew them, yielding n = 397
for that measure. The response of one participant was missing for the
question about whether they believed they were connected to a partner,
yielding n = 401 for that measure.
Experiment 1B. Two hundred and ninety-one participants (Mage = 35.3;
129 women and 161 men; demographics were missing for one participant) completed the experiment. The procedure was identical to experiment 1A, but without the suspicion check.
Experiment 1C. This experiment was designed to test the possibility
that the effects in experiments 1A–1B were driven by participants who
felt similar to their partners, rather than merely knowledgeable about
them. When participants were given information about their partners,
some of that information might have matched the participants’ own
responses to the icebreaker questions. If so, then participants in the
information condition might have felt that their partners better understood them simply because they perceived their partners to be
more like them.
Four hundred and fifty-seven participants (Mage = 32.2; 164 women
and 291 men; demographics were missing for two participants) completed this experiment. The procedure was essentially identical to
experiment 1A. However, there were two information conditions in
this experiment. In the ‘dissimilar’ condition, the partner’s responses
to the icebreaker questions were generated such that none would
match the participant’s responses. In the ‘similar’ condition, the partner’s responses were generated such that they matched the participant’s responses on two of the questions. We chose not to have the
responses match on all three questions to reduce suspicion that the
responses were fabricated. The response of one participant to the iceberg scale was missing, yielding n = 456 for the analysis.
Experiment 1D. This experiment was designed to test the possibility
that the effects in experiments 1A–1C were due to potential confusion
over what information had been shared with the participant’s partner
(that is, participants in the information condition might have thought
that more of their icebreaker responses were shared with their partner).
Five hundred and forty-eight participants (Mage = 35.1; 225 women and
321 men; demographics were missing for two participants) completed this
experiment. The procedure was essentially identical to experiment 1A.
However, participants did not answer any demographics questions
themselves. Instead, participants read the three demographics questions and were told that their partner had answered them. In addition,
instead of using the iceberg measure, participants were simply asked
how much they would feel like their partner knew them if they were to
meet (on a seven-point scale). Responses were missing for five participants, yielding n = 543 for the analysis.
Experiment 2A. Four hundred and sixty-two participants (Mage = 39.9;
237 women and 225 men) completed this experiment. For the icebreaker,
participants were asked to write down four true statements about themselves and one lie about themselves. Participants then saw a screen that
made it seem as if the survey was searching for and connecting them
to a partner. Participants were then told that they were connected to
another participant, who was viewing their five statements.
Participants were randomly assigned to one of two conditions. In the
no information condition, participants were not shown any statements
about their partner. In the information condition, participants were shown
four statements about their partner (Supplementary Information A.2).
Participants were then asked how likely (as a percentage) they
thought it was that their partner would guess which of their five statements was a lie. Participants then indicated how well they felt they knew
their partner (on a seven-point scale) and whether they believed they
were connected to another person.

Experiment 2B. Five hundred and fifty-two participants (Mage = 35.2;
268 women and 283 men; demographics were missing for one
participant) completed this experiment. The procedure was nearly
identical to experiment 2A, but there were three conditions: no information, one fact (participants were shown only one of their partner’s
truths) and four facts (identical to the information condition above).
We included two information conditions because we were interested
in whether participants would feel less anonymous as they learned
more about their partner. Participants were not asked how well they
knew their partner or the suspicion question.
Experiment 3A. One thousand and ten participants (Mage = 37.3; 425
women and 581 men; demographics were missing for four participants)
completed this experiment. Participants were told that the experiment
was part of a broader effort to collect people’s descriptions of various
life experiences. They were told that they would be asked whether they
had a particular life experience. If they said, ‘yes’, then they would be
asked to write a description about it. Writing the description would
make them eligible for a bonus payment (which would be raffled off
to eligible participants). Participants were asked to only write about
things they had actually experienced.
However, because participants could earn more money by falsely
reporting that they had experienced something, there was an incentive
to lie (that is, to write about something they had never experienced).
Participants were therefore told that they would be connected to a partner who would serve as a judge. The judge would reject any responses
that seemed dishonest (rendering it impossible for the participant to
earn a bonus).
Participants then saw a screen that told them they were connected
to a judge. Participants in the no information condition were simply
told that they were connected to a judge and were shown an ID number
for the judge. Participants in the information condition were also told
that the judge had responded to the three demographics questions
from experiments 1A–1D, and they were shown the judge’s responses
(which were randomly generated). All participants were then asked
how much they felt as if their judge knew them and how much they felt
as if they knew their judge.
Participants were then asked about the same life experience—
whether they had ever undergone surgery. They were again encouraged
to respond honestly. If participants indicated they had undergone surgery, then they were asked to write about the experience. Participants
were then asked whether they believed they were connected to another
person. All participants were told at the end of the experiment that
their responses had been accepted.
Responses of six participants were missing for the question about
whether they believed they were connected to a partner, yielding
n = 1,004 for that measure. Responses of 15 participants were missing
for the question about whether they had undergone surgery, yielding
n = 995 for that measure. Responses of eight participants were missing
for the questions about how well their partner knew them and how well
they knew their partner, yielding n = 1,002 for those measures.
Experiment 3B. Five hundred and eighty-two participants (Mage = 39.8;
296 women and 284 men; demographics were missing for two
participants) completed this experiment. The procedure was nearly
identical to experiment 3A, but without the suspicion check.
Experiment 3C. Two hundred and ninety-nine participants (Mage = 35.9;
115 women and 181 men; demographics were missing for three participants) completed this experiment. The procedure was nearly identical
to experiment 3A, but without the questions asking how well participants felt they knew their partner and how well they felt their partner
knew them, and without the suspicion check. Responses were missing
for five participants, leaving n = 294 for the analysis.

Field experiment
The field intervention focused on informing residents in NYCHA
developments about NCOs assigned to their housing development.
The NYCHA developments in our sample represent some of the more
disadvantaged areas in New York City, constituting 1.3% of the population of the city, but accounting for 3.0% of all crimes, 3.5% of violent
crimes and 5.8% of shootings reported to the police in New York City
in 2016. NCOs are part of the NYPD’s Neighbourhood Policing strategy
meant to build connections between officers and community residents.
NCOs often work the same shifts each week in defined geographical
areas of a neighbourhood. They spend substantial amounts of time
‘off-radio’, during which they engage with residents to identify problems
and work towards solutions.
Before the intervention, participating NCOs were given a survey
with 22 questions that asked them about small details from their lives
(ranging from their favourite food to why they became an officer; see
Supplementary Information B.1 for questions). Each NCO selected
three to five questions that they felt comfortable answering. Their
responses were used to develop individualized outreach letters and
cards that would be sent to residents to give them more information about the officers. Each outreach card included the name of an
NCO, their contact information and three facts about them. Letters
included similar information, but also elaborated on the three facts
about the NCO and added general information about the NCO programme (sample outreach cards and letters are shown in Extended
Data Figs. 1, 2).

Randomization
To evaluate the effects of the intervention, we randomly selected a
subset of eligible NYCHA housing developments to receive it. NYCHA
developments were considered eligible for this intervention if their
associated NCOs agreed to participate. There were 38 NCOs who
agreed to participate and who were also eligible to participate based
on their assignments. As each NYCHA development is assigned one
to two NCOs, and many NCOs are assigned to multiple developments,
this resulted in 69 eligible developments. Developments were then
grouped together if they were geographically close to each other and
were served by the same NCO. This resulted in 55 NCO–NYCHA ‘development groups’. Development groups were then paired within Police
Service Areas by past crime in 2015–2016, and then randomized within
pairs (see Supplementary Information B.4 for further details) to either
the control group or the treatment group (which received the information intervention). Random assignment appears to have successfully
balanced treatment and control groups on baseline characteristics
(Supplementary Information C.1).
Intervention
The intervention had two parts. First, three mailers were sent to every
apartment in the treatment developments. Each mailer included an
outreach card and letter about the NCO. Mailers were sent at approximately three-week intervals from November 2017 through January
2018. The second part of the intervention consisted of a day during
which each NCO handed out their outreach cards to residents at a time
when they would already be patrolling the development. NCOs could
choose on which day to hand out their cards. After randomization,
four treatment developments did not receive the intervention because
NCOs were reassigned. In addition, seven more developments assigned
to treatment did not receive NCO outreach (but did receive mailers),
and two developments assigned to the control group received NCO
outreach (but not mailers).
Post-intervention survey
We first tested the effect of the intervention on residents’ perceptions of officers via resident surveys. On the basis of our laboratory
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experiments, we were primarily interested in residents’ perceptions
of what officers knew about them. This was measured with two items.
One item focused specifically on illegal activity: “Imagine that you
did something in the area that an officer could write you a ticket for.
How likely is it that officers in your area would know or find out about
it (even if they didn't write you a ticket)? (examples: disorderly conduct, drinking alcohol in public or being on private property without
permission from the owner)”. This was answered on a five-point scale
from ‘very unlikely’ to ‘very likely’. The second item asked about the
officer’s knowledge of the resident more generally: “How well do
you think the officers who work in your area know you?” This was
answered on a five-point scale from ‘not at all’ to ‘very well’. These
two questions allow us to test whether the intervention only shifts
residents’ perceptions of officer knowledge as it relates to illegal
activity, or whether the effect is more generalized. Owing to the novelty of this policing intervention, we also included a range of other
exploratory measures in the survey. These included questions about
police responsiveness in the area, officer familiarity with the area,
the trust of residents in the police, and other sentiments towards
officers working in their area (see Supplementary Information B.2
for the full survey).
We surveyed NYCHA residents (n = 1,977) across participating developments (both treatment and control) 2 months after the intervention. We did not survey residents in the four treatment developments
that did not receive the intervention. Surveys were conducted by
research assistants working in pairs stationed at entrances to buildings in NYCHA developments. Research assistants invited every fifth
adult (18 years of age or older) entering or exiting the building to
participate in the survey. Research assistants identified themselves
as working with ideas42, a research partner that uses behavioural science to design solutions and inform policies. Surveys were conducted
from approximately 08:00 to 18:00 between March and April 2018.
Research assistants aimed for a target of 30 responses from each
housing development. Residents responded to the survey on a tablet,
and research assistants were available to answer any questions that
residents might have. Surveys were primarily conducted in English,
but Spanish and Mandarin translations were also available. Research
assistants who spoke Spanish and Mandarin were also part of teams
who surveyed developments with higher proportions of residents
who speak those languages. If respondents expressed challenges
with reading the survey, then research assistants would offer to read
the survey to them.
The surveys were fairly well balanced across treatment and control
developments on respondent demographic characteristics and survey
response rates, although we did see significant imbalance owing largely
to the fact that more Black individuals were surveyed in treatment
developments, surveys in treatment developments were conducted
slightly later in the day (12:35 on average as opposed to 12:15 on average), and several pollsters conducted a higher proportion of their surveys in either treatment or control developments (Supplementary
Information C.2).

select covariates in a ‘hands off’ and principled way, reducing researcher
degrees of freedom. For each outcome, we ran the LASSO procedure
500 times and report the results with the median t-value. Results are
robust to varying the parameters of the LASSO procedure. Standard
errors are clustered at the development group level.
For our primary survey analysis, we dropped the control developments paired (before randomization) with the four unsurveyed
developments, leading to n = 1,858 surveys. Our analyses are robust
to whether we drop or include responses from control developments
matched to those treatment developments, and they are robust across
a variety of alternative specifications (see Supplementary Information C.2 and Extended Data Table 2 for further details).

Survey analysis
The randomized experimental design of our field experiment meant
that we could isolate the causal effects of the intervention using a simple
analytic approach. Namely, we regressed the survey response for each
resident on an indicator variable for whether they live in a development
assigned to receive the intervention, a set of baseline demographic
characteristics and crime statistics of the NYCHA development measured before the intervention, and a set of demographic characteristics
for the resident at the time of the survey that include characteristics
about the time of day the resident took the survey and who administered it (see Supplementary Information C.2 for further details).
Specific covariates were chosen from this full set of past crime and
demographic characteristics following a double LASSO procedure33, to

Data availability

Neighbourhood crime analysis
We then tested whether the intervention affected reports of criminal
activity on and around each NYCHA development over the course of
9 months post-intervention. Our pre-registered analyses (https://
osf.io/mkgwr/) focused on criminal complaints and arrests within
a 65-foot radius of the development (that is, ‘on-campus’) and a
250-foot radius of the development (that is, ‘near-campus’, equal
to an approximately one-block radius). We considered near-campus
crimes because several developments have few crimes reported on
campus, and it is feasible that any crime impacts would occur around
the development, not just in the development. We initially planned
to base our analyses on a restricted-use NYPD dataset. However, it
became more feasible to use publicly available NYPD data, which
included near-campus data and covered the full 9-month period
specified in our pre-registration (see Supplementary Information B.3
for data sources).
The randomized experimental design of our field experiment meant
that we could isolate the causal effects of the intervention using a
simple analytic approach. Namely, we regressed each measure of
development-level crime on an indicator variable for whether the
NYCHA development was assigned to receive the intervention and a
set of baseline demographic characteristics and crime statistics of the
development measured before the intervention (see Supplementary
Information C.3 for further details).
Specific covariates were chosen from this full set of development-level
past crime and demographic characteristics following a double LASSO
procedure33. For each outcome, we ran the LASSO procedure 500 times
and report the results with the median t-value. Results are robust to
varying the parameters of the LASSO procedure. Development-level
observations are weighted by development populations. Standard
errors are clustered at the development group level. Results are robust
across various alternative specifications (see Supplementary Information C.3 for further details).
Reporting summary
Further information on research design is available in the Nature
Research Reporting Summary linked to this paper.

The Open Science Framework page for this project (https://osf.io/
mkgwr/) includes all data from laboratory experiments and all data
necessary to reproduce the results of the field experiment.

Code availability
The codes for running the laboratory experiments online and for analysing the data from the field experiment are available on the Open
Science Framework (https://osf.io/mkgwr/).
33. Belloni, A., Chernozhukov, V. & Hansen, C. High-dimensional methods and inference on
structural and treatment effects. J. Econ. Perspect. 28, 29–50 (2014).
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Extended Data Fig. 1 | Outreach cards. A sample outreach card (front and
back) used in the field intervention. Identifying information has been
redacted.

Extended Data Fig. 2 | Outreach letters. A sample letter used in the field intervention. Identifying information has been redacted.
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Extended Data Fig. 3 | Distribution of point estimates for treatment effect.
As a robustness check, we conducted analyses for various radii ranging up to
three blocks around developments: 65 ft., 100 ft., 150 ft., 200 ft., 250 ft.,
300 ft., 400 ft., 500 ft., and 750 ft. And, for each radius, we conducted analyses
for cumulative time intervals ranging from one month after the intervention
(i.e., February 2018) to the first nine months after the intervention
(i.e., February through October 2018). Varying both of these dimensions

produced 81 sets of results, based on our primary specification applied to each
radius and time interval (see Supplementary Information C.3). This figure
shows the distribution of point estimates for the crime reductions across these
analyses, along with an Epanechnikov kernel density function over the
distribution. The red dot highlights where the 250-ft, 3-month result falls in the
distribution, suggesting it is in line with the central estimates across all
81 analyses.

Extended Data Fig. 4 | Heat map of P-values for treatment effect over time
and distance. As a robustness check, we conducted analyses for various radii
ranging up to three blocks around developments: 65 ft., 100 ft., 150 ft., 200 ft.,
250 ft., 300 ft., 400 ft., 500 ft., and 750 ft. And, for each radius, we conducted
analyses for cumulative time intervals ranging from one month after the
intervention (i.e., February 2018) to the first nine months after the intervention

(i.e., February through October 2018). Varying both of these dimensions
produced 81 sets of results. This figure shows a heat map of P-values across
these 81 specifications, with the 250-ft, 3-month result outlined in blue.
P-values are from two-tailed tests based on our primary specification applied
to each radius and time interval (see Supplementary Information C.3).
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Extended Data Table 1 | NYCHA development characteristics

Demographic characteristics and pre-intervention outcomes for control (n = 30) and treatment (n = 39) developments. Randomization successfully balanced these variables across treatment
and control (F(18, 50) = 1.45; P = .15 based on a two-tailed test; standard errors unclustered to provide a conservative estimate of balance). Development-level data is from 2017, with the exception
of racial demographics (which are from 2016). Census block group level data is from ACS five-year rolling averages from 2012–2016. Crime and 311 call data are averaged across the three-year
period prior to the intervention (November 2014 - October 2017).

Extended Data Table 2 | Primary survey outcome estimates

Estimates of treatment effects on residents’ perceptions of how likely it was that officers would find out if they did something illegal and how well officers knew them in general. Estimates
presented as the percent change in resident survey response attributed to the intervention. Our primary specification presents results when covariates are selected using the double LASSO
procedure. “Alternative Covariate Set 1” includes a large set of development-level covariates (crimes per resident one, two, and three years prior to the intervention, total population, % Black,
% Hispanic, % working families, and randomization pair indicators). “Alternative Covariate Set 2” includes a small set of development-level covariates (crimes per resident in the year prior to the
intervention, total population, % Black, and % Hispanic). “Keep Matched Control Devs” leaves the control developments paired with the four un-surveyed developments in the dataset. “Drop
Lowest Control Devs” instead drops the four control developments with the lowest average response to the survey question, among all control developments in the study. P-values are from
two-tailed tests.
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Extended Data Table 3 | Exploratory survey outcome estimates

Responses to survey questions vary from 1 to 5, except questions about knowledge of the NCO program, which are binary (1=yes). Estimates are presented as the percent change in resident
survey response attributed to the intervention. Because the lab experiments did not provide us with a priori predictions about the intervention’s effects on these measures, and given the large
number of these exploratory outcomes, we correct the P-values for multiple hypothesis testing. Unadjusted P-values (from two-tailed tests) are presented in the last column along with Familywise Error Rate adjusted Q-values (in parenthesis) adjusted for n = 18 outcomes.

Extended Data Table 4 | Crime outcome estimates

The first three specifications show the percent change in crimes per resident, the final specification shows the percent change in total crimes. Our primary specification presents results when
covariates are selected using the double LASSO procedure. The “Alternative Covariate Set” specification includes covariates for the most relevant development-level past-crime data over the
three years prior to the intervention (crimes per resident one, two, and three years prior to the intervention), aggregate development-level population characteristics (total population, % Black,
% Hispanic, % working families), and randomization pair indicators. The “Include NYPD Precinct Crimes” specification includes crimes reported at police precincts. P-values are from two-tailed
tests.
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Extended Data Table 5 | Crime outcome treatment-on-the-treated estimates

Specifications show the percent change in crimes per resident attributed to the intervention for four TOT analyses. For the “Received Mailer” analysis, treated corresponds to receiving NCO
mailers (four randomly assigned treatment developments did not receive mailers). For the “Received Outreach” analysis, treated corresponds to receiving NCO outreach (11 randomly assigned
treatment developments did not receive NCO outreach, while two randomly assigned control developments did receive NCO outreach). For the “Received Mailer AND Outreach” analysis,
treated corresponds to receiving NCO mailers and NCO outreach. For the “Received Mailer OR Outreach” analysis, treated corresponds to receiving either NCO mailers, NCO outreach, or both.
TOT analyses use two-stage least squares. P-values are from two-tailed tests.

